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Three neural network models were evaluated for their ability to acquire 

associations between related harmonics of complex sounds, which could lead to 

simulations of the missing fundamental phenomenon and harmonic detector theories of 

pitch perception. The models were trained on the levels of harmonics produced by 

musical instruments. The simplest model used harmonic intensities directly as inputs to 

an autoassociator neural network. In the second model, these harmonics were first 

processed by rounded exponential filters based on psychophysical data to model human 

auditory perception. The third model added a second stage that refined the response 

using lateral inhibition between filters. All three models demonstrated an ability to 

acquire associations between harmonics of simulated musical instruments and reproduce 

the missing fundamental. In addition, the two filtered models were able, in a majority of 

cases, to correctly identify the pitch of the sound, with or without the fundamental. Two 

additional experiments with the most sophisticated model examined consistency with 

published data on human pitch perception. The results showed that the model provided 

an imperfect match to human data. Further elaboration will be needed to obtain a 

realistic model of human pitch perception. However, the model does provide an example 

of a simple mechanism, consistent with either place coding or frequency coding, by 

which the auditory system might reproduce the fundamental frequency of a complex 

sound from an incomplete set of harmonics. 
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Introduction 

When a sound is heard consisting of a single frequency, the perceived pitch 

depends primarily on the frequency. As a rule, higher frequencies lead to perception of 

higher pitches. Few sounds consist of single frequencies, however. Instead, most sounds 

are made up of many frequencies combined. While there are many exceptions, the most 

common types of natural sounds are harmonic sounds, consisting of frequencies that are 

related to each other according to an arithmetic progression of the form  

0nffn = , (1) 

where f0 is the lowest frequency present in the sound, called the fundamental frequency, 

and n is an integer. In other words, all of the higher-frequencies, called harmonics or 

overtones, are multiples of the fundamental frequency. 

The auditory system is capable of discerning some of the individual harmonics of 

a complex sound, but it rarely does so without a conscious effort. For most people, it is 

necessary to direct attention to a specific harmonic before the person becomes 

consciously aware of that harmonic. Instead, the complex sound is heard as a single, 

uniform tone (Helmholtz, 1877/1954). This sound has three dimensions, which are 

related to physical characteristics of the sound stimulus. The first dimension is the 

perceived height, or pitch, of the complex sound. The perception of pitch is influenced 

primarily by the frequencies of the harmonics, and generally matches the pitch of a pure 

tone with frequency equal to the fundamental frequency (Helmholtz, 1877/1954). The 

second dimension is the loudness, which is influenced mostly by the intensity of the 
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sound. The third dimension is the timbre, or complexity, which is influenced by the 

relative intensities of the harmonics, as well as the time-varying characteristics of the 

waveform envelope (often characterized as the attack, sustain, decay, and release 

components of the sound), and other frequencies that are not part of the arithmetic 

progression of harmonics (called non-harmonic sounds). These features vary from one 

musical instrument to the next, and contribute to the uniqueness of the sound produced 

by the instrument. 

Researchers who study pitch also subdivide pitch into the two dimensions of 

height and chroma. Height is the level of a pitch relative to others, while chroma is the 

position of a sound in the musical scale (Krumhansl, 1990; Shepard, 1982). This 

distinction is useful because sounds with the same chroma (e.g., A#) are perceived to be 

similar in pitch, even though their frequencies are farther apart than other notes in the 

scale that sound less similar. 

Perceived pitch also depends on factors other than frequency composition. 

Intensity of the sound also influences the perceived pitch. Pitch shifts upward as 

intensity increases for high-frequency sounds, but shifts downward for low-frequency 

sounds. The pitch of a sound heard in the left ear differs slightly from that of the same 

sound heard in the right ear. Even clenching the jaw changes the perceived pitch, 

presumably by modifying stresses in the auditory mechanism (Hartmann, 1996). 

Pitch of the Missing Fundamental 

As stated above, the perceived pitch of a complex sound typically is the same as 

that of a pure tone with frequency equal to that of the fundamental. Nonetheless, sounds 
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can be produced, by mechanical or electronic means, that have all harmonics except the 

fundamental frequency, which is weak or missing. Such sounds are perceived to have the 

same pitch as the fundamental, even though the lowest frequency is twice as high as the 

fundamental (Fletcher, 1924; Seebeck, 1841, 1843). This higher frequency, if heard 

alone, would have a pitch one octave higher than that of the fundamental. Because the 

perceived pitch of the complex sound is that of a frequency that is not present in the 

stimulus, it has been dubbed the virtual pitch (Terhardt, 1974). Terhardt compared 

virtual pitch with the subjective contours of Gestalt perception—something that is 

perceived to be present when it is not really. There seems to be some distinction between 

mechanisms for detecting the pitch of a pure sound and the virtual pitch of a complex 

sound, as the two can be readily distinguished when sounded simultaneously (Schouten, 

1940b). On the other hand, there is evidence that both types of pitch activate the same 

areas of tonotopic maps in the brain (Pantev, Hoke, Lütkenhöner, & Lehnertz, 1989). 

Although the lowest frequency of a missing fundamental sound is the same as 

that of a sound an octave higher, the missing fundamental stimulus is still quite different 

from that of the higher octave. This is because the missing fundamental sound contains 

odd-numbered harmonics that are not present in the higher-octave sound. For example, 

an A2  (the second-lowest A on a piano keyboard) has a fundamental frequency of 110 

Hz, with harmonics at 220, 330, 440, 550, etc. Hz. If the fundamental is missing, the 

lowest frequency present is 220 Hz, but the remaining harmonics are still the same. This 

contrasts with the octave (A3), which has a fundamental frequency of 220 Hz, but the  
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 Figure 1. An example of the relationships between harmonics of a complex musical sound. 

Removing the lowest-frequency component (fundamental frequency) makes the lowest frequency the 

same as that of a sound one octave higher. The odd-numbered harmonics remain, however, so that 

the missing-fundamental sound is still clearly distinguishable from the octave-higher sound. 

A2 Harmonics

110 220 330 440 550 660 770 880 990 etc.

A2 Harmonics with Missing Fundamental

110 220 330 440 550 660 770 880 990 etc.

A3 Harmonics

220 440 660 880 etc.
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other harmonics are 440, 660, 880, etc. Hz. In other words, the missing fundamental 

sound still has all of the odd-numbered harmonics as well as the even-numbered 

harmonics of the lower-octave sound. The higher-octave sound, in contrast, shares only 

the even-numbered harmonics of the lower-octave sound. (See Figure 1.) 

Theories of Pitch Perception 

Clearly, then, the perceptual dimension of pitch cannot be considered to be 

equivalent to the physical dimension of frequency. Indeed, pitch perception must involve 

a far more complex process than a simple frequency identification. 

Ohm (as cited in Coren, Ward, & Enns, 2004) applied Fourier’s theorem to show 

that any complex periodic sound could be represented as a sum of pure cosine waves of 

various frequencies, intensities, and phase angles. He proposed that the brain performed 

a frequency analysis to identify each frequency present in the harmonic sound, and 

deduced the fundamental frequency from this analysis. 

Historically, two types of pitch perception theories have predominated: the place-

coding principle and the frequency-coding principle. The place-coding principle is the 

older of the two. Helmholtz proposed that the pitch of a sound could be determined from 

the mechanical response in the inner ear, in which the position of resonance varied with 

the frequency of the sound (Helmholtz, 1877/1954). This theory is commonly called the 

place-coding principle, because pitch is determined from the position of maximum 

resonance in the inner ear. The basilar membrane of the inner ear was later shown to 

respond in this way, with high frequencies causing vibration mainly near the oval 
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window, and lower frequencies causing vibration at longer distances from the oval 

window (Békésy, 1960). 

With the advent of the telephone, another model was proposed based on the 

ability of electronic circuits to respond directly to frequency (Rutherford, 1886). 

According to this theory, cells in the inner ear respond to vibrations by firing in time 

with the peaks of the sound waves. A series of neural pulses were thus generated with 

the frequency of firing phase-locked to the periodic frequency of the sound wave. It has 

since been shown that auditory neural spikes do occur at rates corresponding to the 

frequencies of stimuli (Johnson, 1980; Kiang, Watanabe, Thomas, & Clark, 1965). 

According to the frequency-coding principle, the pitch of the sound is believed to be 

derived from either the arithmetic difference in the frequencies of the harmonics, which 

is equal to the fundamental frequency, from the lowest common denominator of the 

frequencies, or from the overall periodicity of the waveform. 

The need to explain the missing fundamental phenomenon has necessitated 

reframing the place-coding principle. Early explanations of the missing fundamental 

phenomenon asserted that distortion or difference beats caused physical stimulation of 

the basilar membrane at the fundamental frequency, even when that frequency was not 

produced by the sound source (Fletcher, 1924; Helmholtz, 1877/1954). However, 

experiments have shown that the missing fundamental is still heard when the 

fundamental frequency is masked by noise, and that it is not heard when the higher 

harmonics are masked by noise. If perception of the missing fundamental resulted from 

physical stimulation of the basilar membrane, then masking at the fundamental 
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frequency would prevent it from being heard, and masking at higher frequencies would 

not prevent it from being heard (Licklider, 1954; Patterson, 1969; Ritsma & Lopes 

Cardozo, 1963/64). 

Licklider (1951) proposed that both the place-coding and frequency-coding 

principles could apply if the cochlea employed an autocorrelation function that matched 

stimulated hair cells with other cells separated by a time-delay mechanism. According to 

this model, the time-delayed cells would peak at the same time as hair cells of 

frequencies that were multiples of each other, thus combining the benefits of place 

coding with those of frequency coding. The mechanism would account for the similarity 

of notes between octaves and for the missing fundamental. This principle has been 

incorporated into computational models by Meddis, Hewitt, and Shackelton (1990) and 

by de Cheveigné (1998). 

Schouten (1940a; 1940b; 1970; Schouten, Ritsma, & Lopes Cardozo, 1962) 

distinguished between resolved harmonics (those that could be identified individually) 

and unresolved harmonics (higher frequencies that could not be distinguished from one 

another), which he called the residue. In a series of experiments, he demonstrated that 

the pitch of the residue was perceived to be the same as that of the fundamental, and that 

changes to resolved harmonics did not influence this perception. He concluded that 

virtual pitch resulted from the residue rather than from resolved harmonics. 

Both the residue and autocorrelation theories were later refuted by an experiment 

that showed that the missing fundamental could be heard when two successive 

harmonics were presented bilaterally, one to each ear. This experiment showed that the 
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virtual pitch could not result from distortion within the ear itself, but instead must be 

determined by a central location in the auditory system where input from both ears could 

be combined (Houtsma & Goldstein, 1971). Because the harmonics were presented 

separately to each ear, the sensation of virtual pitch could not have resulted from 

unresolved harmonics, as the residue theory suggested. It also could not have resulted 

from any mechanism in the inner ear, as proposed by the autocorrelation model. 

Development of Pitch Perception 

An additional problem with the place-coding model is the engineering problem of 

explaining the chroma dimension of pitch. Notes separated by musical intervals, 

particularly octaves and fifths, are perceived to be related, even though they cause 

vibration in different parts of the basilar membrane. A system in which two locations on 

a continuous membrane, with frequency responses exactly one octave or one fifth apart, 

are associated by design, would require a nearly impossible level of precision and 

reproducibility. 

How could a place-coding system determine that these frequencies are related? 

One seemingly simple way would be to develop associations between receptors that 

were stimulated simultaneously. Such associations could form when complex sounds 

were heard, because many of the harmonics, especially lower harmonics, would be 

related in frequency by these same intervals. If the auditory system could develop 

associations between frequencies as they co-occurred, then those frequencies might 

come to sound similar because of the perception that they were closely related to each 

other. Such ability would have ecological value for adapting to natural phenomena. For 
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example, a less-than-perfect inner ear could still develop associations between related 

frequencies, even though the maximum vibrations might occur in different locations than 

they would in an ideal cochlea.  

This idea was suggested by Terhardt (1974), who proposed that the auditory 

system acquired associations between frequencies of coincidental harmonics during the 

early stages of development. According to Terhardt’s pitch perception model, 

coincidence detectors would identify co-occurrences of a set of harmonics with a given 

fundamental frequency, which would result in decreased resistance in a learning matrix. 

This reduced resistance would facilitate perception of that pitch later when the same 

combination of harmonics was heard. Others who have investigated this possibility in 

computational models include Shamma & Klein (2000) and Laden (1994). 

Computational Models of Pitch Perception 

Probably the most influential theories of pitch perception today are the optimum 

processor theory (Goldstein, 1973), pattern transformation model (Wightman, 1973), and 

virtual pitch theory (Terhardt, 1974).  

Typically, these models assume a noisy system that is not able to identify the 

exact pitch of each harmonic. Goldstein’s optimum processor model, for example, 

applied to resolved harmonics that were assumed to be successive. The problem of 

determining the fundamental was complicated by the assumption that the exact 

frequency of the harmonics was indeterminate because of noise in the system. The model 

introduced this noise in the form of a Gaussian probability distribution, with the encoded 

frequency of each harmonic deviating from the frequency of the original signal 
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according to this probability distribution. The model then used a maximum likelihood 

calculation to determine which successive harmonic numbers would most closely match 

the noisy signal (Goldstein, 1973).  

Terhardt, like Goldstein, assumed that the auditory system did not know which 

harmonics were present, and must infer the harmonic number from the relationships 

between the harmonic frequencies. Terhardt’s model used the frequency of each detected 

harmonic to determine the possible frequencies of subharmonics. Each of these 

subharmonics would, if it were the fundamental, have the detected frequency as a 

harmonic. Subharmonics were calculated for each component of the input, and those that 

were close to each other reinforced each other to earn a greater weight toward being 

selected as the fundamental (Terhardt, 1974). 

The Harmonic Detector Model 

The above models derive pitch by matching the patterns of harmonics present in 

a sound to templates or prototypes of complex sounds. They do not require calculating 

mathematical relationships between harmonics, but instead determine the virtual pitch 

from activations contributed by individual harmonics.  

McBeath and Wayand (1998; Wayand, 1999) theorized that any combination of 

harmonics that sufficiently contributed to an overall activation level could lead to the 

perception of a virtual pitch. Wayand tested this principle by comparing series consisting 

only of even-numbered harmonics to series consisting only of odd-numbered harmonics. 

In each case, harmonics in the odd-numbered series were higher in frequency than their 

corresponding harmonics in the even-numbered series. When a sufficient number of 
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harmonics was present, however, the odd-numbered series sounded lower in pitch than 

the even-numbered series. This result suggested that the auditory system followed a 

simple rule for deducing the pitch of a sound: If odd-numbered harmonics are present, 

then the lower fundamental can be inferred to be present as well. If only even-numbered 

harmonics are present, however, the pattern is more consistent with a sound one octave 

higher, and it is perceived to be higher. Therefore, the odd-numbered harmonics should 

weigh most heavily in determining the presence of the fundamental. Even-numbered 

harmonics in the absence of odd-numbered harmonics should carry little weight, and 

possibly even have an inhibitory effect. Pitch discrimination might also be improved if 

perception of higher pitches were inhibited by subharmonic frequencies; i.e., if the 

presence of a low frequency would suppress perception of a higher pitch (M. K. 

McBeath, personal communication, February 28, 2003). 

Wayand systematically varied the quantity and frequency range of harmonics in 

order to determine the influence of each harmonic on the strength of the fundamental. 

Results were consistent with a geometric progression in which each harmonic 

contributed to the overall activation of a pitch percept, with successively higher 

harmonics contributing less to the activation. The fundamental frequency contributed 

100% of the required activation, accounting for the perception of pure tones. Each 

successive harmonic contributed 0.85
(n-1)

 to the overall activation, where n is the 

harmonic number. For example, the fifth, seventh, and ninth contributed 0.52, 0.38, and 

0.27, respectively. If these harmonics were the same intensity as the threshold required 
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to hear the fundamental, their contributions would combine to exceed the threshold and 

the fundamental would be perceived (McBeath & Wayand, 1998; Wayand, 1999). 

One advantage of the harmonic detector model over the optimum processor 

model is that it can work with any pattern of harmonics, where the optimum processor 

model assumes a pattern of successive harmonics as input. 
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The Neural Network Model 

In the harmonic detector model, pitches are determined from the combined 

contributions of related harmonics. However, the theory offers no explanation as to how 

these harmonics might come to be associated in the auditory system. It is unclear 

whether the system would be pre-wired to identify related harmonics, or if it might 

develop associations as a result of exposure to complex sounds. This question would be 

very difficult to answer through experimentation in humans or animals. A computer 

model, however, could be tested for its ability to acquire such associations. To the extent 

that it could, it would lend support to the hypothesis that human pitch perception might 

also develop from experience with complex sounds. 

The purpose of the present study was to use neural network models to test 

whether associations between related harmonics could be acquired from musical sounds. 

Neural networks were chosen for the study because they excel at learning these kinds of 

relationships and completing degraded patterns such as a missing fundamental. As is 

generally true with neural networks, the models developed for the present study were 

mathematical abstractions, which were not intended to simulate human neurophysiology 

or neuroanatomy. They were relatively simple models designed to acquire associations 

by adjusting weights during training, while employing few assumptions. Because of their 

simplicity, success in these models would demonstrate that it is plausible that the more 

complex auditory system might acquire similar associations. 
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The harmonic detector model is equivalent to that of a neural network, using pre-

defined weights equal to 0.85
(n-1)

. A simple implementation of such a model is illustrated 

in Figure 2. Activation of the output is determined by summing intensities of the 

harmonics, multiplied by their corresponding weights. The lowest output to exceed a 

threshold value determines the perceived pitch. 

In such a network, a sound with missing fundamental can be modeled as the 

complete pattern minus activation of a single input unit, namely the unit representing the 

lowest harmonic. Neural networks excel at completing a degraded pattern of this sort. 

When only one or a few inputs deviate from the complete pattern, they typically generate 

nearly the same response as they would for the complete pattern. It should be noted that 

a good model need not identify the octave correctly in all cases, as humans also confuse 

octaves frequently. 

It is easy to demonstrate that a neural network can learn the odd-harmonic rule in 

the simple case where individual harmonics are either on or off, or when consistent 

inputs are used for training and testing. If each input to the network represents one 

harmonic, then a low-pitch sound can be modeled by activation of all inputs, 

representing the presence of all harmonics. A sound one octave higher can be modeled 

with every other input active, and the remaining inputs set to zero. The next octave can 

be modeled by every fourth input active, the next by every eighth input active, and so on. 

A network using the delta rule can learn these patterns, as long as no pattern can be 

represented as a linear combination of the others (McClelland & Rumelhart, 1988). 
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Figure 2. A simple neural network implementation of the harmonic detector model proposed by 

McBeath and Wayand (McBeath & Wayand, 1998; Wayand, 1999). This model is designed to 

discriminate octaves for a single chroma. To save space, irrelevant pitches are excluded from the 

output in the illustration. The intensity of each harmonic is multiplied by its corresponding weight. 

Results are summed to determine the activation strength of the pitch (Output). For example, a set of 

even-numbered harmonics would have inputs on harmonic numbers 2, 4, 6, 8, etc. On the second 

line, activation is determined by summing (1×××× #2) + (0.85 ×××× #4) + (0.72 ×××× #6) + (0.61 ×××× #8) + … + 

(0.85
(N/2-1)

 ×××× #N), where #n is the strength of harmonic number n. Virtual pitch could be defined as 

the lowest pitch number with activation exceeding threshold. (Note that a better model might have 

weaker weights on the even-numbered harmonics; possibly zero or even negative values. 

Subharmonic inhibition could also be implemented by having negative weights between lower 

harmonics and higher-pitch outputs.) A missing fundamental can be represented by setting the 

lowest input to zero, as indicated by the “X”. 
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In reality, the sounds that occur in nature are not as consistent. Although most 

sound sources produce the same harmonics, the relative intensities of the harmonics are 

different for each type of sound source, and these differences account for a large part of 

the unique characteristic, or timbre, of the sound produced by that source. For example, 

the even numbered harmonics are nearly absent in sounds produced by a clarinet. For 

other instruments, such as the cello, the fundamental is very weak, while the second or 

third harmonic is the most intense. 

It is, therefore, uncertain whether a neural network would be able to acquire the 

appropriate relationships when trained with these more varied patterns. The variability 

and weaker contributions of higher harmonics might simply result in confusion in the 

network. On the other hand, it could possibly result in a geometric progression between 

successively higher harmonics, similar to what was found in the harmonic detector 

experiment (McBeath & Wayand, 1998; Wayand, 1999).  

In the present study, I investigated whether a neural network could learn the 

harmonic detector rule from exposure to real sounds, and to examine how well any 

relationships that were learned by the model could match data obtained with humans. To 

investigate this possibility, I developed neural network models that used the harmonic 

levels of complex sounds as inputs, and created matching outputs. All of the models 

were based on autoassociator networks (McClelland & Rumelhart, 1988). The 

autoassociator model was chosen because it did not require teaching a target response, 

just as the auditory system is given no feedback as to whether it has produced a correct 

identification. 
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Three different models were developed, which differed in the ways they 

processed input levels before presenting them to the autoassociator. In addition, two 

different learning rules were available, and two different input types could be used 

(decibels or absolute pressure levels). 

To simulate learning by exposure to natural sounds, these models were trained 

using samples of sounds produced by a variety of symphonic musical instruments, as 

tabulated in the SHARC Timbre Database (Sandell, 1998). This database contained 

tabulations of the frequencies and relative intensities of harmonics produced by each 

instrument over its entire respective pitch range, for a total of 1338 data samples from 39 

instruments. While other variables also contribute to the perceived timbre of a musical 

instrument, it is a good approximation to characterize timbre using only the intensities of 

harmonics. No other timbre data was available in this data source. 

Conceptually, the present model resembles in many ways the model of spectral- 

and virtual-pitch perception of Terhardt (1974). Terhardt’s model consisted of a module 

that determined all frequencies present in a sound, and another module that determined 

only the lowest frequency present. These two signals were presented to a learning 

matrix, which used coincidence detectors to find which harmonic corresponded to the 

fundamental. During the learning phase, resistances at the matrix nodes were reduced 

when a lowest-frequency signal and a resolved-harmonic signal arrived at a matrix 

intersection simultaneously. Terhardt theorized that speech sounds would lead to 

learning of associations between related harmonics early in life. 
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My model differs from Terhardt’s (1974) in the details, however. In the neural 

net model, all coincident harmonics lead to increased weights, rather than simply the 

lowest frequency. In addition, relative levels of harmonics are used, rather than binary 

yes-or-no inputs. The learning rule is undoubtedly different, although Terhardt did not 

specify the rule for reducing resistances. It is possible to use a similar pitch-

determination method with the neural network model, and this process is examined in 

Experiment 3. 
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Overview of Experiments 

For the present research, I developed three different neural network models to 

simulate aspects of auditory pitch perception. All of the neural networks were inspired 

by the harmonic detector model (McBeath & Wayand, 1998; Wayand, 1999). I have 

performed five experiments to evaluate the models. The experiments were intended to 

determine whether the neural networks could acquire the characteristics of the harmonic 

detector model through exposure to common musical sounds, and to evaluate how well 

the neural networks could simulate human data. 

For Experiment 1, I created the Direct Input (DI) model, a simple neural network 

that was limited to a single set of harmonics. The design of this neural network was 

equivalent to that of the harmonic detector model, with the exception that weights were 

acquired through training, instead of being pre-defined. The DI model also was 

dependent upon the relative strengths of the harmonics, where the harmonic detector 

model gave all harmonics equal input strength. 

In Experiment 1, I trained the network using musical sound data, and used the 

results to investigate the following questions: 

• Did the network acquire associations between related harmonics? 

• Could the network distinguish between different octaves of the same 

note? 

• Could the network complete the degraded pattern of the missing 

fundamental? 
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• Was there a qualitative match between the trained network and the 

harmonic detector model? 

For Experiment 2, I introduced the Filtered Input (FI) model, which extended the 

capabilities of the DI model by allowing input of any combination of frequencies. It did 

this by processing the harmonics through a band of rounded exponential (roex) filters 

before passing them to the neural network model. The FI model incorporated a larger 

neural network than the DI model, with more input and output nodes and more weights. 

This model could process sounds over the entire range of the musical scale. It also 

included a match-to-standard stage that could be used to identify pitch. I used the FI 

model to investigate the following questions: 

• Was the FI model able to acquire associations when trained with a wider 

range of sound pitches than the DI model? 

• Could the FI model identify pitch by comparison with whole-sound 

standards, virtual-pitch standards, or pure-tone standards? 

• What influence did training have on the ability to identify pitch? 

• Could the FI model complete the degraded pattern of the missing 

fundamental? 

For Experiment 3, I refined the FI model by adding an additional processing 

stage to improve performance. The Inhibited Filtered Input (IFI) model used lateral 

inhibition to narrow the filter responses in order to obtain a cleaner input for the 

network. I also changed to using decibel values for input, instead of linear pressure 

levels. With this improved model, I investigated the same questions as with the FI 
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model. In addition, I examined whether the model could identify pitch on the basis of the 

lowest harmonic to exceed threshold, in a manner similar to that of the harmonic detector 

model. 

Experiments 4 and 5 were performed in order to assess how accurately the IFI 

model could simulate human aspects of pitch perception. Experiment 4 was a 

quantitative comparison of the IFI model versus the harmonic detector model. Sound 

profiles, similar to stimuli used by McBeath and Wayand with humans, were input to the 

IFI model, and responses were compared with the human data (McBeath & Wayand, 

1998; Wayand, 1999). Experiment 5 also was a comparison of the IFI model to human 

data. In this experiment, I compared the network’s performance to that of humans in a 

classic auditory perception experiment (Ritsma, 1962). 
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Experiment 1: The Direct-Input Model 

In Experiment 1, I tested a simplified model designed to examine an 

autoassociator network’s ability to learn relationships between a limited set of 

harmonics, and to complete the pattern when the fundamental was missing. This model 

has also been described previously in Lewis, Fountain, and McBeath(1999). I call it the 

direct input (DI) model, because each input node directly represents a single harmonic of 

a complex sound. 

Details of the DI model are given in Appendix A. The model was similar to the 

harmonic detector model illustrated in Figure 2, with two differences. First, the output 

calculated by the network was fed back and added to the input for subsequent cycles. For 

this reason, McClelland and Rumelhart called the inputs “external inputs,” and the 

outputs were called “internal inputs” (McClelland & Rumelhart, 1988). This convention 

will be adopted for the remainder of this paper. The second difference was that the 

network acquired weights during training, whereas the model of Figure 2 had pre-

defined weights. In the DI model, weights were adjusted during training to minimize the 

difference between internal and external outputs.  

Training 

Inputs for the DI model were obtained from the SHARC Timbre Database, in 

which decibel levels of harmonic intensity were tabulated for a wide range of musical 

notes, as produced by a variety of instruments that comprised a typical symphony 
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orchestra (Sandell, 1998). The network was trained using the entire set of A notes in 

octaves 2 through 6 from the database. Input for each of the 101 notes from 39 

instruments consisted of the intensity of each harmonic under 10,000 Hz. Each time the 

last note in the training set was reached, the total sum of squares error was calculated for 

that note. Training continued until this value was less than 1.0. 

Results 

Results for the DI model are summarized in Figure 3 and Figure 4. Figure 3 shows the 

average response of the network to an A2 (fundamental frequency = 110 Hz) with and 

without the fundamental present, and contrasts those results with the response to an A3. 

The figure shows clearly that the internal input for the fundamental frequency is active in 

response to the A2, but not to the A3. In fact, the activation at 110 Hz is exactly the same 

whether or not the fundamental is present. The A3 has the same frequency for the lowest 

harmonic as the A2 with missing fundamental (220 Hz), but it lacks the odd-numbered 

harmonics of the A2. 

Similar results were obtained when the network was tested with A3, as is shown 

in Figure 4. Again, the odd-numbered harmonics had higher levels of activation for the 

A3, with or without the fundamental, than they did for an A4 input. As before, the 

internal input for the fundamental was exactly the same whether or not the fundamental 

was present. Tests with A4, A5, and A6 showed similar patterns where the internal input 

was active with or without activity in the external input for the fundamental, although the 

data are not presented here. 



  24 

 

Figure 3. Results for the Direct-Input model tested for A2. The lowest eight inputs are presented. 

Activation levels are averaged over all instruments used for training and testing the network. Line 

a2 represents network response (internal input) to an A2 external input. Line a2mf represents 

response to an A2 external input when the intensity of the fundamental frequency (110 Hz) is set to 

zero. Line a3 represents response to an A3 external input, which also has zero intensity at 110 Hz. 

Response at the fundamental frequency for A2 (circled) is exactly the same whether or not the 

fundamental is present in the input, and is an order of magnitude higher than the response to an A3. 

Note that response at other odd harmonics (330, 550, and 770 Hz) is also high compared with 

response to the higher octave. 
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Figure 4. Response of the first eight nodes of the Direct Input model to A3 external inputs. Results 

are averaged over all instruments used for training and testing. Line a3 represents network response 

(internal inputs) to A3 external inputs. Line a3mf represents response to A3 external inputs when 

the intensity of the fundamental frequency (220 Hz) is set to zero. Line a4 represents response to A4 

external inputs, which also have zero intensity at 220 Hz. Response at the fundamental frequency for 

A3 (circled) is exactly the same whether or not the fundamental frequency is present in the input, 

and is an order of magnitude higher than the response to A4. Activation level for the other odd-

numbered harmonic in the graph (660 Hz—harmonic 3) is an order of magnitude higher than it is in 

response to A4, which does not have a harmonic at that frequency. 
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I also calculated correlations between internal inputs when the fundamental was 

present and when the fundamental was missing. The median Pearson r correlation was 

0.94. This compares with 0.71 for the correlation between the external inputs, and 0.48 

for the correlation between the internal input for a missing fundamental and the internal 

input for a note one octave higher. 

A simulation of harmonic detection showed high levels of activation (internal 

input) of the 110 Hz fundamental for series of odd-numbered harmonics, compared to 

the levels of activation for series of even-numbered harmonics. For a series of eight 

harmonics, activation was 0.77 with the odd-numbered-harmonic series, and –0.79 with 

the even-numbered-harmonic series. When the number of harmonics was reduced to six, 

the level was 0.71 in response to the odd series, compared to –0.30 for the even series. 

With only four harmonics, the level was even higher (1.16) in response to the odd series, 

compared to 0.04 for the even series. (For reference, external inputs ranged from 0.00 to 

1.00.) 

Discussion 

The results demonstrated that the network had learned to predict the fundamental 

from the other harmonics. The identical response at the fundamental, in the absence of 

the fundamental external input, is consistent with the design of the model, which 

maintains zeroes on the diagonal of the weight matrix, in order to keep the network from 

learning the trivial solution where each external input determines the value of its 

corresponding internal input. Because the external input at the fundamental is not 

involved in calculating the internal input for the same frequency, the results must be 
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independent of the presence of the fundamental for a two-cycle network. The same is not 

necessarily true for a network operating with more than two cycles, as the fundamental 

can affect the levels of the remaining internal inputs. These internal inputs can influence 

the level of the fundamental on subsequent cycles. 

The DI model demonstrated that a network of this sort could, under some 

conditions, use a pattern completion mechanism to fill in the missing harmonics of a 

missing fundamental sound. The high correlation between internal inputs for the whole 

sound and internal inputs for the missing fundamental sound showed that the inputs 

nearly matched for these two types of stimuli. The lower correlation between external 

inputs showed that the network was providing a much closer match than what was 

present in the original input. 

Using series of only odd-numbered or even-numbered harmonics, the network 

demonstrated that it had learned to rely on odd-numbered harmonics to activate the 

fundamental, while even-numbered harmonics signaled a higher octave. Qualitatively, 

this is similar to the harmonic detection principle of McBeath and Wayand (McBeath & 

Wayand, 1998; Wayand, 1999). 

The Direct-Input model had several limitations, however. First, it was able to 

work only with a limited number of sounds, namely, those that shared all harmonics as 

multiples of a single fundamental frequency. A model was needed with an ability to 

respond to a broader range of frequencies. Such a model could respond to any frequency, 

but would sacrifice the ability to isolate specific frequencies. 
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A second limitation of the DI model was that it could simulate only a few 

auditory phenomena. It was designed to demonstrate pattern completion as an 

explanation of the missing fundamental. It could not, however, simulate masking 

experiments, which are common in the study of virtual pitch. In addition, it could not 

simulate experiments using mistuned harmonics, chords and other combinations of 

notes, or pitches other than those of a standard musical scale. 
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Experiment 2: The Filtered-Input Model 

In order to work with additional frequencies, I had to develop a model that did 

not depend on the use of a separate input node for each frequency. I called the new 

model the Filtered-Input (FI) model, because it incorporated banks of filters that 

modeled the rounded exponential (roex) auditory response calculated from 

psychophysical studies of masking effects (Patterson & Moore, 1986). Any given filter 

in this model responded optimally to one central frequency (CF), but it also responded to 

a lesser extent to other frequencies that were near the CF. This was a noisy system in that 

the exact frequency of a sound could not be determined from the output of any single 

filter. Instead, each filter responded to all of the frequencies present. Examining the 

response of any single filter, it was not possible to determine whether it was responding 

to a harmonic at the filter’s CF or to a more intense sound at a different frequency near 

the CF. 

Details of the FI model are given in Appendix B. 

Training 

In Experiment 2, linear pressure levels were used for the inputs. The literature for 

the filter data did not state clearly whether the equations applied to decibels or to 

pressure levels, and at first it seemed more appropriate to use linear pressure levels. 

(Linear pressure level inputs were also used in the DI model.)  
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Three networks were trained for Experiment 2. All networks were filtered-input 

(FI) model autoassociator networks.  

The first network was trained using a 250 × 250 weight matrix (250 external and 

250 internal inputs), using the DMA learning rule described in Appendix A. The DMA 

rule was used for preliminary tests, because it was formulated to help the network remain 

stable when multiple cycles were used, preventing unbounded weight adjustments that 

could cause runaway results. The number of cycles, in which the activation was modified 

by recalculation of the internal input, was set to ten. The 250 roex filters had central 

frequencies ranging from 25 to 10,000 Hz, equally spaced on an equivalent rectangular 

bandwidth scale.  

Input data were obtained from the SHARC Timbre Database (Sandell, 1998), 

which contained fundamental frequencies and harmonic intensities for a total of 1338 

notes as played by 39 instruments of the orchestra. The network was trained sequentially 

for each note of each instrument in the database. These notes were presented in a new 

random order on each epoch. 

The network was trained on a PowerSpec 6030 computer, with a 450 MHz Intel 

Pentium Pro processor and 128 MB of memory. The network was trained sequentially 

for each note of each instrument in the database. For each note, internal inputs were 

calculated and added to external inputs and this process was repeated for ten cycles. At 

the end of the ten cycles, weights were adjusted according to the DMA rule to reduce the 

difference between internal and external inputs. Notes were presented in a new random 

order on each epoch. Training proceeded for 778 epochs until the total sum of squares 
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error was nearly unchanged from one epoch to the next, which took about 30 hours. The 

decision to stop training was made by visual inspection of the training progress, rather 

than a formal criterion. The network did not reach the preset, but arbitrary, convergence 

criterion of a total sum of squares less than 150. The actual total sum of squares was 

5381. 

A second 250 × 250 weight matrix was trained using the delta rule. For this 

network, only two cycles were used. This value meant that only the external inputs were 

involved in the calculation of weight adjustments during training. Other parameters were 

the same as for the previous network. The network was trained on a Winbook XL
3
 

notebook computer with 500 MHz Intel Pentium processor and 64 MB of memory. 

Training proceeded for 598 epochs, which took about 11½ hours. Total sum of squares 

was 6821. 

A third 250 × 250 network was trained and tested only with the A notes from the 

data set, as had been done with the DI model. This network used the delta rule and two 

cycles. Remaining parameters were the same as for the other networks. 

Test Method 

The three networks, trained as described above, were presented with each of the 

1338 notes in the database. (Only the A notes were used to test the network trained on 

A’s.) In addition, the same set of notes was presented, with the intensity of the 

fundamental frequency set to zero, in order to simulate the missing fundamental. The 

levels of internal inputs were collected in response to each stimulus. 
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Prior to testing, a set of internal inputs was obtained for a set of reference 

standards. During the subsequent testing of individual notes, the standard producing the 

closest match was identified and stored along with the external and internal input levels 

for each note. This procedure was done with standards based on the database. Another 

trial was done with virtual standards. A third trial was done with pure tone standards. 

Interpretation of results. 

Interpretation was more difficult with the filtered-input model than it was with 

the direct-input model, both because of greater variability in the data used for training 

and because each input represented a range of frequencies rather than a specific 

frequency. Two methods were used for interpreting the data. The first method was 

inspection, similar to what was used with the direct-input model. The second method 

was the match-to-standard approach. In this technique, the internal inputs generated by 

the network in response to a test stimulus were compared with the internal input 

generated in response to a standard stimulus. The closest match was determined by the 

dot product of the normalized internal inputs. 

Results 

Examples of program output from the 10-cycle DMA network are presented in 

Figure 5, Figure 6, and Figure 7. These three figures show comparisons between external 

input, internal input, and total activation for missing fundamental stimuli. Each tick mark 

at the top and bottom of the graph represents a division of 100 Hz in filter central  
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Figure 5. Example of external and internal inputs for the trained Filtered-Input model. This screen 

shot is taken from a test of an A3 played by a viola using short, hammered bow strokes (martele), 

with missing fundamental. Inputs progress from lowest filter central frequency on the left to highest 

on the right, equally spaced on an equivalent rectangular bandwidth scale. Tick marks in the gray 

areas at the top and bottom mark each 100 Hz increase in central frequency. Of interest in this 

illustration are the circled areas, which show levels close to the fundamental frequency (220 Hz). 

The bottom graph shows that external input is near zero at this frequency, but in the middle graph 

it can be seen that the internal inputs (generated by the network) are active. 

211 Hz 
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Figure 6. Another example of external and internal inputs for the trained Filtered-Input model. This 

screen shot is from a test of an A6 played by a piccolo, with missing fundamental. The circled area 

shows the levels close to the fundamental frequency (1076 Hz). As in the previous figure, the internal 

inputs are active even when there is no external input at the fundamental frequency.  

1076 Hz 
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Figure 7. Screen shot from the program output, for a clarinet A3 with missing fundamental, which is 

an example of a poor missing fundamental response. The circled region is in the vicinity of 220 Hz. 

Some response is visible, but not nearly as pronounced as for the examples in Figure 5 and Figure 6. 

In general, the network performed poorly with clarinet input on this task. 

220 Hz 
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frequency. The height of each line represents the strength of activation for one input. 

Heights are scaled to the maximum input level for that stimulus. The circled area in each 

figure indicates the range of filters that are of greatest interest, namely those filters with 

CF close to the fundamental frequency. 

Activation of internal inputs at the fundamental frequency is readily observable 

in the first two figures; however, the pattern is not as clear for all of the notes tested. 

Figure 7 shows an example of a missing fundamental stimulus that causes only weak 

activation of the fundamental. Averaged over all stimuli of the same pitch, the level of 

activation at the fundamental frequency in response to a missing fundamental stimulus 

was not significantly different from the level of activation in response to a stimulus one 

octave higher.  

In the match-to-standard evaluation, the network successfully matched the 

missing fundamental sound to the complete sound in 40% of cases. An additional 29% of 

cases were matched to the correct pitch, but a different instrument. Thus, a total of 69% 

of the missing fundamental sounds were most closely matched to the correct pitch. 

Another 16% were matched to the correct chroma but wrong octave, and 8% were 

matched to the correct octave but wrong chroma. 

Using virtual pitches for reference standards, the network correctly matched 58% 

of the missing fundamental sounds to the corresponding virtual pitch. Another 4% were 

matched to the correct chroma but wrong octave, and 15% were matched to the correct 

octave but wrong chroma. In contrast, whole (non-missing fundamental) sounds were 

matched to the correct virtual standards in only 29% of cases. 
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In order to measure the benefit of training on the ability to match pitches to 

standards, the missing fundamental sounds were also tested against virtual standards 

using an untrained network. The untrained network performed equally well, correctly 

matching 58% of missing fundamental sounds and 25% of whole sounds. 

Using pure tones for reference standards, the trained network matched only a 

single missing fundamental sound (out of 1,338) to the correct standard. The network 

performed better using whole sounds, matching 28% to the correct pure tone standard. In 

addition, when tested with pure tones as input, no detectable internal input could be seen 

at the pure-tone frequency  

Results obtained with the two-cycle delta-rule network were indistinguishable 

from those obtained with the ten-cycle DMA network. For this reason, the delta-rule 

network was used for the remaining experiments. 

Discussion 

The results of Experiment 2 were very encouraging for a first pass. In this 

experiment, I explored several possible ways of interpreting the network’s performance, 

and obtained interesting results from the analyses. 

The experiment was largely successful in showing that the FI model was able to 

acquire associations between harmonics, and to fill in the missing fundamental. This 

result was observed for many, but not all, of the instruments. 

In the match-to-standard evaluation, the network matched a high percentage of 

missing fundamental notes to their corresponding whole sounds, and also to 

corresponding virtual pitches. It did very poorly, however, matching both whole sounds 
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and missing fundamental sounds to pure tones. Several human studies have suggested 

that different mechanisms might be involved in virtual pitch and sinusoidal pitch, which 

might be consistent with the results of this experiment. In particular, people do better 

matching sounds to virtual pitches than they do matching sounds to pure tone reference 

standards (e.g., Davis, Silverman, & McAuliffe, 1951; Schouten et al., 1962; Small, 

1955 ), and people with perfect pitch cannot identify pure tones as well as complex tones 

(Lockhead & Byrd, 1981). 

The fact that the model made some errors in matching pitches is not necessarily a 

weakness. As was stated earlier, most models of pitch perception assume a noisy signal, 

which can sometimes lead to improper identification of the pitch. A model that perfectly 

identified pitch every time, even if it were possible, would be inconsistent with human 

data. Octave errors, in particular, are not unusual (Bachem, 1954; Lockhead & Byrd, 

1981; Shepard, 1964). 

One unexpected result occurred in the match-to-standard experiment. On this 

particular task, the untrained network performed as well as a trained network. This result 

demonstrates that a missing-fundamental stimulus is more similar to the whole-sound 

stimulus than it is to other less-related stimuli. Therefore, these two sounds can be 

expected to produce similar results, with or without learning the relationships between 

harmonics. The fact that learning was not needed for this task suggests that two sounds 

might be perceived to have the same pitch on the basis of similarity alone, which could 

have important implications for other models of pitch perception.  
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While training did not play a role in the match-to-standard task, it clearly did play 

a role in the other task of this experiment; namely, the ability to activate the 

fundamental, both for whole sounds and missing-fundamental sounds. Indeed, this 

ability would be impossible without training, because zeroes on the diagonal of the 

weight matrix prevented direct activation of the fundamental by external inputs of the 

same frequency, and the other weights were random numbers before training. 

For the task of activating the missing fundamental, the network performed very 

well with many instruments, but failed with others. To further examine the reasons for 

this result, I examined the influence of each weight in the calculation process. Figure 8 

illustrates what the results should ideally look like if the network were following the odd 

harmonic detector rule. The horizontal axis represents the central frequency of each 

external input filter. The vertical axis represents the cumulative sum of the internal input 

with central frequency closest to that of the fundamental. As the calculation proceeds 

from left to right in the graph, each external input is multiplied by its corresponding 

weight. The cumulative sum is calculated by adding this result to the results of preceding 

calculations. In the ideal case, each odd-numbered harmonic should contribute to the 

calculation of the internal input, while even-numbered harmonics should be ignored. 

Note that, in addition to this being an idealized set of weights, the illustration also 

assumes that all harmonics are equal in strength. 

In comparison, Figure 9 illustrates the actual calculations performed by the 

trained network using real harmonic data. It shows how the internal input at the  
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Figure 8. Illustration showing how internal outputs would be computed in the ideal case where the 

network follows the odd harmonic detector model, assuming equal intensity for all harmonics. 

Cumulative sums are displayed as calculation proceeds from left to right. Each external input, 

represented by a filter central frequency on the horizontal axis, is multiplied by its corresponding 

weight, and added to the previous results. In the ideal case, only odd-numbered harmonics 

contribute to the total activation. For example, A2, with fundamental frequency = 110 Hz, shows no 

contributions from even-numbered harmonics, but increases as a result of contributions from 

harmonics at 330, 550, 770, 990 Hz, etc. (Zeroes on the weight matrix diagonal prevent the 

fundamental, 110 Hz, from contributing to the activation.) 
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a3 Harmonic Detection Model
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Figure 9. Illustration of the process used to calculate internal inputs in a trained network. This 

network was trained and tested only on A chroma of the scale. Values on the X-axis are the central 

frequencies of external input filters. Values on the Y-axis are the cumulative sums, averaged over all 

notes of the same pitch and octave, determining the internal inputs closest to the fundamental 

frequencies of the A notes. The graph shows the cumulative sum as calculation progresses from left 

to right. Each external input is multiplied by its corresponding weight, and results are summed to 

obtain the internal input. In this graph, it can be seen that the lowest octave, A1, (F0 = 55 Hz), is 

determined largely by the sixth harmonic (330 Hz). Other harmonics contribute to increases or 

decreases in activation, but have little net effect. A2 (F0 = 110 Hz) is influenced most strongly by 

weights near the third and seventh harmonics (330 and 770 Hz, respectively). The next octave, A3 

(F0 = 220 Hz), is influenced most strongly by weights near its third harmonic (660 Hz). For A4, the 

second and third harmonics are most important; for A5, the fundamental contributes the most. 
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Figure 10. Calculation of the A notes for a network trained with all notes. This network does not 

solve the problem as well as when trained only with a single chroma. In all cases, the second 

harmonic is the strongest influence on the total activation. Notes with strong second harmonics 

successfully reproduced the missing fundamental; those with weak second harmonics did not. This 

result suggests that the overlapping frequency response curves present a problem that is complex for 

this network to solve.  
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fundamental is calculated for the A notes, using the network that was trained only with 

A’s. (Values are averaged over all instruments.) For example, the line labeled A1 shows 

the calculation of the internal input at the fundamental frequency in response to an A1 

(F0 = 55 Hz) stimulus. The internal input closest to 55 Hz has a central frequency of 

54.265 Hz, and the level of this input is displayed in the graph. It can be seen from the 

figure that the lowest frequencies contributed little to the overall activation, with the first 

increase resulting from weights around 275 Hz, which was the fifth harmonic and one 

that was unique to the A1’s. Other particularly strong contributions came from the ninth 

(495 Hz), twelfth (660 Hz), fifteenth (825 Hz), seventeenth (935 Hz), ninteenth (1045 

Hz), twenty-first (1155 Hz), and twenty-third (1265 Hz) harmonics, although these were 

largely offset by inhibition at even-numbered harmonics, such as 550 Hz, 880 Hz, 990 

Hz, 1100 Hz, and 1430 Hz.  

The higher A notes showed simpler patterns. The fundamental frequency for A2 

(110 Hz, graphed for the internal input with central frequency of 110.641 Hz) showed 

contributions mostly from the third (330 Hz) and seventh (770 Hz) harmonics. For A3 

(F0=220 Hz, graphed for the internal input with central frequency of 218.831 Hz), there 

was a small contribution from the second harmonic (440 Hz), and a large contribution 

from the third harmonic (660 Hz). For A4, there was again a small contribution from the 

second harmonic (880 Hz) and a large contribution from the third harmonic (1320 Hz). 

The A5 internal input received its largest contribution from the second harmonic (1760 

Hz), with a smaller contribution from the third harmonic (2640 Hz).  
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In summary, when the network was trained only on a single note of the scale, it 

arrived at the expected solution, in which odd harmonics contributed to the activation of 

the fundamental, and even harmonics contributed little, or even inhibited activation. 

The picture was not the same, however, when the network was trained on all 

twelve notes of the scale. Figure 10 illustrates how the internal input at the fundamental 

was calculated for the A notes, using the network that was trained for the complete set of 

notes. From this figure it is clear that the network was using the second harmonic almost 

exclusively to calculate activation of the fundamental. This result explains why the 

network performed poorly for the clarinet, which has a weak second harmonic. It is not a 

satisfactory solution to the harmonic detector problem, because the second harmonic is a 

poor predictor of the fundamental, being present for both the lower note and the octave 

above it. Perhaps the network reached this solution because the second harmonic was 

stronger and more consistent, on average, than higher harmonics. Although the second 

harmonic could just as well predict no fundamental, it was nonetheless always present 

when the fundamental was present. 

The success of the network when trained with only the A notes suggests that a 

network of this sort ought to be able to reach a satisfactory solution when trained with 

the entire set of notes. With sufficient resolution, training a network with the entire scale 

should reduce to obtaining twelve independent solutions to problems similar to the A 

problem. Each solution would involve weights in a different part of the matrix, which 

would be involved only in the calculations for that chroma. 
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The trouble with the more complex set of stimuli thus appeared to be that there 

was too much overlap between filter responses for a particular note and for the next 

higher or lower note in the scale. This overlap was producing patterns that did not clearly 

distinguish between one note and the adjacent notes in the scale. 

In order to reduce this problem of insufficient resolution between adjacent notes, 

I performed Experiment 3, in which I fine-tuned the input-filter responses by adding 

lateral inhibition to the model. This lateral inhibition was based on the model used by 

Cohen, Grossberg, and Wyse (Cohen, Grossberg, & Wyse, 1995), and was intended to 

model a center-surround response between receptors in the auditory system. The model 

incorporated both excitatory and inhibitory interactions between nearby filters. 
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Experiment 3—The Inhibited Filtered Input Model 

In Experiment 2, the network appeared to learn to complete the fundamental. It 

performed well with some musical instruments. For other instruments, however, it failed 

to complete the fundamental. On closer examination, I found that the network was using 

the second harmonic almost exclusively to determine the intensity of the fundamental. It 

performed well with instruments that had strong second harmonics, such as the 

trombone. It did poorly, however, with instruments that had weak second harmonics, 

such as the clarinet. 

This was an unsatisfactory solution, because the second harmonic was a poor 

predictor of the fundamental. It was generally present whenever the fundamental was 

present, but it was also a component in notes one octave higher, in which the lower 

fundamental should not be present. An odd-harmonic rule would be a much better 

solution. 

For Experiment 3, I made two changes that I expected to improve the 

performance of the network, by increasing the influence of higher-frequency harmonics 

and by fine-tuning the filters’ frequency responses to improve discrimination between 

nearby notes of the scale. The first change was to use decibel input instead of linear 

pressure input. I expected this change to improve performance because it increased the 

influence of weaker harmonics. Harmonic levels typically drop off quickly after the 

second or third harmonic, and this drop is exaggerated when linear pressure levels are 

used. Each 10 dB decrease changes the pressure level by an order of magnitude. The use 
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of decibels kept all harmonics within the same order of magnitude. It also made the 

model consistent with Fechner’s law, which holds that perceived intensities vary 

logarithmically rather than linearly with pressure (Coren et al., 2004). 

The second change made was to add lateral inhibition to the model, as described 

in Appendix C. Lateral inhibition was intended to refine the tuning of the external inputs, 

by causing strongly responding units to suppress the responses of other nearby units. 

This action had the effect of concentrating the response in a single input instead of 

having it spread out over several adjacent inputs. I expected that this change would 

improve performance, because in Experiment 2 I found that the FI model performed 

better when trained and tested only on a single chroma (A). In this case, the network 

arrived at the desired odd-harmonic rule, rather than the second-harmonic rule seen with 

the network trained on all notes. In a network with sufficiently high resolution, the 

problem should reduce to one of solving the single-chroma problem independently 

twelve times, using different portions of the weight matrix for each note. The problem 

must therefore be with overlapping inputs from adjacent notes of the scale, which the 

roex filters could not adequately discriminate between. The addition of lateral inhibition 

was expected to improve discrimination between nearby notes. This model will 

henceforth be called the inhibited-filtered-input model (IFI). 

Details of the IFI model are given in Appendix C. 

Training 

Two networks were trained for this experiment. The first network was a two-

cycle network trained using the delta rule. Parameters were the same as those used for 



  48 

 

the FI models in Experiment 2. Proportionality factors for the calculation of lateral 

inhibition (κ in Equations 22, 23, and 25 of Appendix C) were 0.4 excitatory and 0.6 

inhibitory, following the example of Cohen et al. (1995). For the calculation of harmonic 

levels in the input data, the reference pressure was adjusted so that the strongest 

harmonic was 60 dB. This adjustment resulted in input levels ranging between 60 dB and 

approximately -20 dB. Because the harmonic levels were stored in the database with 0 

dB as the strongest level, this adjustment simply required adding 60 to the value of each 

harmonic. 

Training continued until the total sum of squares error changed by less than 0.1% 

on three successive epochs. This was roughly equivalent to the criterion used to stop 

training in Experiment 2, and indicated that little return would be gained from additional 

training. 

The second network was a ten-cycle network, also trained using the delta rule. 

While Experiment 2 showed little difference between the two-cycle and 10-cycle 

networks, I was still interested in testing whether the new variations on the network 

could allow it to associate higher harmonics with the fundamental, and subsequently 

generate an internal input at that frequency in response to a pure-tone input. Because of 

zeroes on the diagonal of the weight matrix, such a relationship could be possible only in 

a network with more than two cycles. 

Test Methods 

The network was tested using several methods. First, the network’s responses to 

individual notes were inspected visually as they were in Experiment 2. While this could 
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produce suggestive results, a more detailed analysis was needed if definite conclusions 

were to be drawn. A random sample of ten notes from each octave from 1 through 5 was 

selected. These notes were presented to the network with the fundamental missing, and 

the level was obtained for the internal input with central frequency closest to that of the 

fundamental. These levels were averaged over all the notes within that octave. An 

additional random sample of ten notes was selected from the same octave and was 

presented to the network with the fundamental present. A third random sample was 

selected from the octave above, and the complete sounds from this sample were 

presented to the network with the fundamental present. Linear contrasts were calculated 

for the two lower-octave samples vs. the upper-octave sample, and for the missing-

fundamental sample vs. the complete-sound sample from the same octave. 

The network also was evaluated for its ability to match pitches correctly to the 

reference standards. For virtual-pitch standards or pure-tone standards, the probability of 

a correct match could be determined based on the number of correct and incorrect 

matches available. From this, the binomial probability of the obtained number of correct 

matches could be readily determined using the z-score approximation to the binomial 

distribution. The number of correct matches was counted, and the binomial probability 

was used to test for a rate better than chance. 

A match-to-standard test was also performed using the complete musical 

instrument database as the set of reference standards. For this task, the proportion of 

correct matches to complete sound, and the proportion of matches to correct pitch but 

wrong instrument, are reported below. Probabilities are not calculated for this task, 
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because the binomial distribution cannot be applied. (The database contains unequal 

numbers of possible correct matches. For example, there are 31 possible matches for A3, 

but only 18 for A2. This difference occurs because more musical instruments can play A3 

than can play A2.) For tests of statistical significance, the virtual and pure-tone reference 

standards are more interesting anyway, because the harmonic composition of pure-tone 

and virtual-pitch reference standards differs from that used for training and testing. If the 

network does better than chance matching pitches to these standards, it would indicate a 

generalization of the relationships between harmonics that goes beyond the trained data.  

A third method for evaluating the network’s performance was to produce a plot 

of the average internal input calculation in response to the A notes in the database, 

similar to what is shown in Figure 9 and Figure 10. I did not plan to perform any 

statistical calculations on this plot, but inspected it for evidence that the network is using 

odd-numbered harmonics to determine the pitch of the fundamental. 

Results 

An example of the program output is shown in Figure 11. Comparing this result 

with Figure 7, it can be seen that the IFI model with decibel input produces a greater 

activation than the FI model for the clarinet with missing fundamental.  

A 5 × 3 (octave × group) factorial analysis of variance was performed, only for 

the purpose of obtaining MSerror = 0.405, which was used as the error term in subsequent 

analyses. Linear contrasts were performed on the random samples for whole sounds vs. 

missing fundamental sounds, and for whole and missing fundamental sounds vs. octaves.  
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Figure 11. Example of output from Experiment 3, for clarinet playing A3 with missing fundamental. 

Where Experiment 2 showed a weak response to clarinet data, a much stronger internal input is 

seen as a result of lateral inhibition and the use of decibel inputs. 

220 Hz 
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Mean levels of activation of the fundamental for each group were 

5384.0 and ,785.2,841.2 === octavemisswhole XXX . For whole sounds vs. missing 

fundamental sounds, no significant difference was found, MScontrast = 0.0784, F(1,135) < 

1, p = N.S. When whole sounds and missing-fundamental sounds were compared with 

the next higher octave, however, a significant difference was found, MScontrast = 172.46, 

F(1,135) = 425.83, p = 1.4 × 10
-43

. 

Simple effects ANOVAs were run in order to determine whether the differences 

applied to all octaves. Results are summarized in Table 1. Significant effects were found 

for all octaves. Average levels of activation for each octave are plotted in Figure 12. 

Pairwise t-tests using a Bonferroni correction are summarized in Table 2. Results 

showed that the differences were due to the higher octaves causing significantly lower 

response than either the whole sounds or the missing-fundamental sounds. This was true 

for all octaves except octave 1, where the missing-fundamental sounds were significantly 

different from both the higher octave and the whole sounds, and whole sounds did not 

differ significantly from the higher octave. 

Match-to-standard tests were performed using whole sounds, virtual pitches, and 

pure tones as reference standards. For the virtual standards, a binomial distribution 

applies. With 72 virtual standards, the probability of a correct selection on any trial is 

1/72. Using this probability, a binomial probability can be calculated for each of the 

samples to determine if the network can match pitches at a rate better than chance. In 

testing the five-octave range of missing-fundamental sounds, the network made 47  
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Table 1. Simple effects analysis by octave for data from Experiment 3, showing that the network 

discriminates between notes of different octaves, even when the fundamental is missing. Three 

random samples of ten notes were taken for each octave, one consisting of whole sounds, another 

consisting of missing-fundamental sounds, and the third consisting of sounds from the next-higher 

octave. ANOVA results show that all five octaves showed significant differences between the three 

samples at a familywise αααα = 0.05 (αααα = 0.01 after Bonferroni correction). (Results of pairwise 

comparisons are given in Table 2.) 

Simple effects analysis by octave 

Octave  Mean df F Sig. 

1   2,27 7.521 0.003 

 Whole sounds 0.4965    

 Missing fundamental 1.4385    

 Next octave 0.0556    

2   2,27 58.791 0.000 

 Whole sounds 2.8533    

 Missing fundamental 2.5014    

 Next octave 0.6282    

3   2,27 78.596 0.000 

 Whole sounds 3.2484    

 Missing fundamental 3.1482    

 Next octave 0.5610    

4   2,27 74.283 0.000 

 Whole sounds 3.9544    

 Missing fundamental 3.6793    

 Next octave 0.3980    

5   2,27 64.657 0.000 

 Whole sounds 3.6523    

 Missing fundamental 3.1578    

 Next octave 1.0494    
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Figure 12. Comparison of internal input activation at the fundamental frequency for whole sounds, 

missing-fundamental sounds, and sounds one octave higher. Although the next-octave sounds have 

the same lowest frequency as the missing-fundamental sounds, and share even-numbered harmonics 

with both missing-fundamental and whole sounds, the level of activation is much lower. This 

demonstrates that the network activates the fundamental when odd-numbered harmonics are 

present, but does not activate it when only the even-numbered harmonics are present. The inverted 

U shape reflects the finding that best results are obtained in the middle octaves; the lower and upper 

extremes may be influenced by the small number of inputs used to train in those regions, due to few 

instruments being able to play at those pitches. 
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Table 2. Post hoc comparisons by octave of fundamental activation level for whole sounds, missing-

fundamental sounds, and next-octave sounds. For all comparisons, t is calculated using MSError = 

0.405 with n = 10 samples per group, and the significance is calculated on dfError = 135. Because of 

the Bonferroni correction, the alpha level is divided by the number of comparisons (15), in order to 

maintain a family-wise alpha < 0.05. Only those comparisons with probabilities less than 0.0033 are 

significant. Results confirm that, except for whole sounds in the lowest octave, the network is 

discriminating between notes of different octaves, even when the fundamental is missing. Activation 

for the missing fundamental is not significantly different from that for whole sounds. 

Post hoc comparisons within octaves 

Octave Comparison t Sig. 

1     

 Whole sounds Missing fundamental -2.59 0.0012
* 

 Whole sounds Next octave 1.21 0.124 

 Missing fundamental Next octave 3.80 0.0000
* 

2     

 Whole sounds Missing fundamental 0.97 0.218 

 Whole sounds Next octave 6.11 0.0000
*** 

 Missing fundamental Next octave 5.14 0.0000
*** 

3     

 Whole sounds Missing fundamental 0.28 0.725 

 Whole sounds Next octave 7.38 0.0000
*** 

 Missing fundamental Next octave 7.10 0.0000
*** 

4     

 Whole sounds Missing fundamental 0.76 0.335 

 Whole sounds Next octave 9.77 0.0000
*** 

 Missing fundamental Next octave 9.01 0.0000
*** 

5     

 Whole sounds Missing fundamental 1.36 0.085 

 Whole sounds Next octave 7.15 0.0000
*** 

 Missing fundamental Next octave 5.79 0.0000
*** 

 
*familywise p < 0.05 
***familywise p < 0.001 
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correct matches out of the 50 random samples. The binomial probability of doing at least 

this well by chance is nearly zero (9.55 × 10
-84

, to be exact). Breaking the results down 

by octave, 9 out of 10 pitches were matched correctly for octave 1, 8 were matched 

correctly for octave 4, and all 10 pitches were matched correctly for octaves 2, 3, and 5. 

All of these results have binomial probabilities nearly equal to zero. In all three cases of 

incorrect matches, the chosen standard was one half-step lower than the target, in the 

same octave. 

For whole sounds, the network correctly matched pitches to virtual standards in 

30 out of 50 cases. In octave 1, 4 out of 10 matches were correct; in octave 2, 4 matches 

were correct; in octave 3, 6 matches were correct; in octave 4, 8 matches were correct, 

and in octave 5, 8 matches were correct. While these results were not as good as for the 

missing-fundamental sounds, the rates of correct matches were still much better than 

chance. The probability of 4 or more correct out of 10 is 0.0000073, and the probability 

of 30 or more correct out of 50 is 6.85 × 10
-43

. All of the other results have even lower 

probabilities of occurring by chance. Of the 20 incorrect matches, 10 were matched to 

the right chroma but the wrong octave. 

The ability to match pitches to pure-tone standards was tested with a 10-cycle 

network. It was necessary to use multiple cycles for this test because the weights on and 

near the diagonal were set to zero, meaning that a single external input could not activate 

the corresponding internal input on a single cycle. The only possible way an internal 

input for a pure-tone frequency could become active would be if the internal inputs for 

other frequencies contributed to its activation on subsequent cycles. Not a single one of 
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the missing-fundamental sounds was correctly matched to its pure-tone pitch, however. 

Whole sounds, which included input at the same frequency as the pure-tone standard, did 

better, with 13 out of 50 correct matches. While not as good as the results with virtual 

standards, the binomial probability of the result with whole sounds was still nearly equal 

to zero. A common error with the pure standards was to match a missing-fundamental 

sound to a pure standard one octave above it. This occurred for 39 out of 50 missing 

fundamental sounds, and 22 out of 50 whole sounds. 

In order to evaluate the effects of training on the network’s ability to perform the 

match-to-standard task, untrained networks were tested using the same sample with 

virtual and pure standards. A two-cycle untrained network correctly matched 48 out of 

50 missing-fundamental sounds, and also 48 out of 50 whole sounds, to virtual 

standards. A ten-cycle untrained network made no correct matches between missing-

fundamental sounds and pure-tone standards, but was able to match 12 whole sounds to 

pure standards. As with the trained network, sounds were often matched to pure tones 

one octave higher, producing matches on 19 missing-fundamental sounds and 14 whole 

sounds. 

The final match-to-standard test was made using whole sounds from the timbre 

database as reference standards. With these standards, all whole sounds were correctly 

matched for instrument, pitch, and octave. This is a trivial result, as the exact same 

inputs were used for both test sounds and reference standards, and the identical input 

would naturally be the best match. When missing-fundamental sounds were matched to 

the whole sounds, 233 out of 1338 sounds, or 17%, were correctly matched for  
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Figure 13. Analysis of the contributions of each weight to the total activation of the fundamental. 

Average contribution is shown for each octave, limited to the A chroma. Graphs show the 

cumulative sum of the weights multiplied by their corresponding external inputs. Calculations 

proceed from left to right, with the rightmost point representing the final value for the internal 

input as calculated by the network. As in Experiment 2, the graph shows a strong dependence on the 

second harmonic in activating the fundamental. 
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instrument as well as pitch and octave. With the probability of a correct match equaling 

1/1338, there is a near zero probability of obtaining this many correct matches by 

chance. Ignoring instruments, 1137, or 85%, were correctly matched for pitch and 

octave. Unlike the pure and virtual standards, which had exactly one note for each pitch, 

the binomial distribution does not apply to the whole-sound standards, because differing 

numbers of instruments played each  note. As a result, the probability of this result is 

difficult to calculate, but it seems clear that the network is performing well on this task. 

For the A notes, an analysis was performed of the contributions of each weight in 

calculating the internal input. Results are graphed in Figure 13.  

The final analysis I performed was to investigate the possibility of determining 

pitch from the lowest harmonic exceeding a threshold value. Examination of the 

activation levels suggested that the levels increased with higher octaves. Because 

musical scales follow a logarithmic function, I chose to fit the activation level to the 

logarithm of the fundamental frequency. Using the missing-fundamental random sample, 

a least-squares linear regression obtained the function  

( ) 617.0log515.1 010 −= FL , (2) 

where L is the internal input level at the fundamental frequency. Next, another random 

sample of ten notes was selected for each of octaves 1 through 5. For each note in the 

sample, all internal inputs were compared with the threshold levels determined by 

Equation 2, and the lowest input that exceeded the threshold was selected as the pitch. 

The chosen fundamental was compared with the actual fundamental. Any fundamental 

within 10 Hz of the actual fundamental was chosen to be a correct match. (A closer 
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match could almost certainly be obtained by matching the fundamental to the peak 

activation in this region, but for simplicity in evaluating performance the simpler lowest-

frequency rule was used here.) The network correctly matched 27 out of 60 notes in the 

sample. Most of the incorrect matches (19) were in the first and sixth octaves , where 

only one correct match was made.  

Discussion 

Comparing Figure 11 to Figure 7 reveals that the IFI model with decibel input 

was able to complete the missing fundamental for a clarinet. The FI model with linear 

pressure inputs failed to do this in Experiment 2. Using random samples further verified 

the improvements of this model, with missing-fundamental sounds closely matching 

whole sounds, but significantly different from next-octave sounds, for all octaves except 

the lowest. It is clear that the network has acquired the ability to complete the degraded 

input of the missing fundamental for most of the sounds used for training, and to 

distinguish between lower notes and higher notes that share even harmonics but not odd 

harmonics. 

Performance was strongest in the middle octaves, where activation of the 

fundamental was strong for both whole and missing-fundamental sounds. The lowest 

octave was the weakest, and in Figure 12 activation appears to start to decline again in 

octave 5. The smaller effect size in octave 1 might occur because it is at the lower 

extreme of the frequency range. Few instruments have ranges that extend that low, so a 

relatively small number of inputs were used for training at those frequencies. (Only 74 

inputs for octave 1, compared with 324 for octave 3.) The same could be expected to 
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occur for octave 6 (trained on 105 inputs), which was not included in the ANOVA 

because there were only a few notes in octave 7 that could be used for comparison. (In 

octave 6, 42.2=X  for missing fundamental sounds; 48.2=X  for whole sounds.) 

The match-to-standard tests also show that the network does very well matching 

missing-fundamental sounds to whole sounds and to virtual standards. As in Experiment 

2, however, the network did not acquire a relationship between pure (single-frequency) 

sounds and the related harmonics of a complex sound. The fact that it often matches 

virtual pitches to the next-higher octave of pure sound seems to reflect the overuse of the 

second harmonic in activating the fundamental, as was seen in Experiment 2. Again, 

however, octave errors are also not unusual in humans, especially when identifying pure 

sinusoidal sounds (Bachem, 1954; Lockhead & Byrd, 1981; Shepard, 1964). Also, as in 

Experiment 2, training did not seem to be necessary in order to perform the match-to-

standard task. 

From the graphs in Figure 13, it is apparent that the second harmonic still plays a 

strong role in activating the fundamental, although odd-numbered harmonics now 

contribute substantially more than in the FI model. It appears that other frequencies in 

between the harmonics also play a role in inhibiting the fundamental. These frequencies 

would need to use the negative inputs resulting from lateral inhibition near the 

harmonics. I have not yet identified a definite rule that the network is using. It appears to 

be different from the odd-harmonic rule; however, the overall performance suggests that 

the rule being used is a reasonably good solution. The first graph, for A2, reveals a 

potential problem at the high-frequency filters, where a strong inhibitory effect cancels 
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out most of the gain from lower frequencies. This effect may be a result of a 

discontinuity that comes from using decibel input to the roex filters. The current design 

allows weak harmonics to have negative decibel values, while frequencies that are not 

present have a value of zero dB. While the filters in Experiment 3 were set to have 

minimum thresholds of zero dB, it was possible for negative harmonic intensities to 

decrease a filter output from a higher value. The results of this discontinuity need to be 

studied further in future research. 

A strategy that the network could have used to further improve the identification 

of the fundamental would be to use subharmonics to inhibit higher frequencies. In an A2, 

for example, with fundamental frequency of 110 Hz, the presence of a harmonic at this 

frequency might inhibit activation of the second harmonic (220 Hz). By doing this, the 

network could reduce the chance of misidentifying the pitch as the next octave higher. 

(Such inhibition would not appear in Figure 13, because no subharmonics are involved 

in these calculations. For example, the 220-Hz internal input—an A3—might be 

inhibited if a 110-Hz external input were present. For the calculation shown, however, 

no sound energy would be present at 110 Hz, because the calculation is for an A3 with 

lowest frequency of 220 Hz.) 

To check whether the network was using this strategy, I examined the second 

harmonics of the A chroma in the IFI model. I found that, although the fundamental 

exerted a slight inhibitory effect on the second harmonic, the inhibition was more than 

offset by nearby inputs and other harmonics. The end result was that activation of the 

second harmonic was typically of comparable strength to that of the fundamental. 
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A large part of the reason for this lack of subharmonic inhibition is that the goal 

of the network is not to identify pitch, but rather to reproduce the complete pattern of 

harmonics as closely as possible. The second harmonic is generally not absent in such a 

pattern; indeed, it is often as strong as or even stronger than the fundamental. The fact 

that the fundamental and the second harmonic are both present in the output 

demonstrates that the model is doing what it is supposed to do. To introduce 

subharmonic inhibition would require reformulating the goals of the network to be a 

pitch identifier. 

The network shows a definite potential for identifying pitch using the lowest 

internal input that exceeds a threshold value. Between octaves 2 and 5, it succeeded on 

26 out of 40 randomly selected notes. On all but four of the failures, it produced no 

match at all, because none of the internal inputs exceeded their threshold values. It did 

not do as well in octaves 1 and 6; however, the failure to identify correct pitches in these 

octaves probably had more to do with the imperfect fit of the predictor function than 

with a poor response of the model. Equation 2 predicts a higher threshold than is 

normally found in octave 1. Octave 6 was not used in deriving the threshold prediction 

function, which resulted in a higher predicted threshold in this frequency range as well. 

Especially in the high octave, a readily discernable peak in internal input can be seen at 

the fundamental frequency, even if it does not exceed the threshold predicted by 

Equation 2. It should also be remembered that Equation 2 was derived from a regression 

on the activation levels obtained in this experiment. As such, roughly half of the actual 

levels would be expected to be above the predicted threshold and the other half would be 
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expected to be below it. Indeed, the number of correct identifications using this method 

can be increased to 51 out of 60 just by lowering the threshold by 15% from the value 

predicted in Equation 2, and by using the center of the lowest cluster instead of using the 

first input to exceed the threshold. This total includes eight out of ten correct 

identifications in octave 1 and eight out of ten in octave 6. 
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Experiment 4—Modeling of the Harmonic Detector 

Experiment 3 showed that the IFI model could develop associations between 

related harmonics and complete the pattern of the missing fundamental. It makes no 

comparisons to human results, however. In Experiment 4, I examine how the 

performance of the trained model compares with human data obtained in harmonic 

detector experiments by McBeath and Wayand. Wayand systematically varied the 

quantity and frequency range of harmonics in a sound, in order to determine the 

influence of each harmonic on the strength of the fundamental. Stimuli consisted of sets 

of either odd-numbered harmonics or even-numbered harmonics, and perception of the 

fundamental was given the operational definition of reporting the odd series to have 

lower pitch than a comparable even series. (Although each harmonic in the even series 

was lower in frequency than the corresponding harmonic in the odd series, the even 

series should be perceived to be higher in pitch because its harmonic frequencies are 

identical to those of a note one octave higher.) This harmonic detector experiment found 

that each harmonic contributed to the overall activation of a pitch percept, following a 

geometric progression with successively higher harmonics contributing less to the 

activation. The fundamental frequency contributed 100% of the required activation, 

accounting for the perception of pure tones. He concluded that each successive harmonic 

contributed 0.85
(N-1)

 to the overall activation, where N is the harmonic number. For 

example, the fifth, seventh, and ninth contribute 0.52, 0.38, and 0.27, respectively. If 

these harmonics are the same intensity as the threshold required to hear the fundamental, 
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their contributions will combine to exceed the threshold and the fundamental will be 

perceived (McBeath & Wayand, 1998; Wayand, 1999). 

I would suggest that an equally valid—and in fact better—solution would be one 

in which only the odd harmonics contributed to activation of the fundamental. Such a 

progression could still be consistent with that observed by Wayand (1999), as his 

conclusions were based on the odd-harmonic series and not the even harmonics. A 

progression in which each odd harmonic contributed 0.72
(N-1)/2

 would be consistent with 

Wayand’s results. 

The purpose of Experiment 4 was to examine whether a similar response could 

be obtained with the neural network model. Unlike the human experiments, activation of 

the fundamental could be observed directly in the neural network model, and this 

approach made for the simplest interpretation of the network output. The change in 

activation with each added harmonic could be measured and compared with the function 

obtained by Wayand (1999). 

The ideal result would be an exact match in the form of 0.72
(N-1)/2

; however, such 

a perfect match would be unlikely. Aside from the relative simplicity of the IFI model, 

the network was trained using a very limited set of sounds that could not compare with 

the rich array of everyday sounds that could shape human pitch perception. In addition, 

the threshold chosen by Wayand (1999) was somewhat arbitrary, and it is quite possible 

that he would have obtained a different function if another threshold value had been 

used. A good result, therefore, would be one in which the network demonstrated that it 

gave more weight to odd harmonics than to even harmonics, and in which each 
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successive higher harmonic contributed less to the overall level, fitting a monotonically 

decreasing function similar to that obtained by Wayand. It stands to reason that the 

network might learn to give more weight to lower harmonics in this way, because most 

harmonic sounds follow a pattern in which the lower harmonics are stronger and higher 

harmonics are less intense. 

Activation of the fundamental frequency for the present experiment is defined as 

the sum of internal and external inputs with central frequency closest to that of the 

fundamental. The direct contribution of the external input is needed in order to obtain a 

response to pure tones, while the internal input is needed in order to supply the missing 

fundamental. 

Although the internal input at the fundamental frequency appears to be part of the 

complete vector of internal inputs, it also differs from the rest of the vector. The external 

input at this frequency does not contribute directly to the calculation of the 

corresponding internal input, because the network has zeroes on the diagonal of the 

weight matrix. Activation of the internal input therefore indicates that the network has 

derived the presence of the fundamental from the higher harmonics. If the internal input 

were to follow a geometric progression in which each harmonic contributed less than the 

previous harmonic, then it would appear to be following the same progression as was 

observed in the harmonic detector experiment. 

Two other methods for interpretation were also possible. First, the activation of 

the fundamental could be compared with the empirical threshold derived in Experiment 

3, as given in Equation 2. For a 100-Hz fundamental, this threshold would be 2.41 dB. 
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Given this threshold, the number of harmonics required in order to exceed the threshold 

could be compared with the human results. Another possible way to relate harmonic 

detector experiment results to performance of the network was to gauge pitch by the 

strength of activation of the fundamental. This interpretation might be analogous to an 

opponent process in which a strong activation indicates lower pitch while weaker 

activation of the same unit indicates higher pitch. Using this interpretation, the pitch of 

the odd series could be compared to the pitch of its corresponding even series by 

comparing the strengths of activations for the internal input with central frequency 

closest to the fundamental. If the fundamental were more strongly activated for one than 

for the other, then that could be interpreted as a lower perceived pitch. This may not be 

the correct interpretation, but it was plausible enough to be worth testing. 

Method 

Input Data. Following the example of Wayand (1999), three series of network 

inputs were created. Each input consisted of a minimum of two and a maximum of eight 

harmonic frequencies and the intensities of those harmonics. For this experiment, all 

harmonics had the same intensity: 60 dB. All series were based on a fundamental 

frequency of 100 Hz. The choice of this fundamental allowed direct comparison with the 

harmonic detector experiments. It also was interesting because the network was not 

trained directly on this fundamental, and therefore the ability to reproduce the missing 

fundamental would show a generalization of the odd-harmonic rule to untrained 

frequencies. (The closest pitches to 100 Hz are G2 at 98 Hz and G#2 at 103.5 Hz.) Using 

the convention adopted by Wayand, each series was named according to the lowest 
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harmonic in the odd-numbered-harmonic inputs. The 3-series was composed of odd-

numbered harmonics starting with 300 Hz. The 3-series also included a corresponding 

set of inputs composed of even-numbered harmonics starting with 200 Hz. Because these 

inputs were intended for comparison with the 300 Hz inputs, they were labeled as part of 

the 3-series. Likewise, the 5-series consisted of inputs with odd-numbered harmonics 

starting with 500 Hz, and a corresponding set of inputs with even-numbered harmonics 

starting with 400 Hz. The 7-series consisted of inputs with odd-numbered harmonics 

starting with 700 Hz, and a corresponding set of inputs with even-numbered harmonics 

starting with 600 Hz. For example, the 4-harmonic component of the 5-series included 

an odd series composed of 500, 700, 900, and 1100 Hz, and a corresponding even series 

composed of 400, 600, 800, and 1000 Hz. Note that each harmonic of the odd input was 

higher in frequency than the corresponding harmonic of the even input; Wayand found 

that humans nonetheless perceived the odd input to be lower in pitch than the even input 

when a sufficient number of harmonics was present. 

An additional set of inputs, based on an A2 (110 Hz) fundamental frequency, was 

also tested. Except for the change in frequencies, the set was the same as that described 

above for the 100-Hz fundamental. This set was used as a reference to allow a 

comparison between network responses to frequencies used in training and the 100-Hz 

fundamental that was not used in training. 
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Test Method. The same two-cycle, delta-rule, IFI network trained in Experiment 

3 was used for Experiment 4. No additional training took place, so that the network was 

trained with only complete musical instrument sounds. 

The network was tested by presenting each of the new sounds to the network, 

using the same parameters as were used during training. The network’s response was 

measured as the internal input generated at the fundamental frequency, which was 

defined to be the input with central frequency closest to the fundamental. With 250 

inputs over a frequency range of 25 to 10,000 Hz, the input closest to 100 Hz had a 

central frequency of 100.66 Hz. The input closest to 110 Hz had a central frequency of 

110.64 Hz. 

Results 

Simply comparing odd series vs. even series, the mean fundamental level was 

significantly higher for the odd series ( 61.1=X ) than for the even series ( 13.0−=X ), 

t(94) = 10.376, p = 0.000. 

The contribution of each harmonic to the total level of activation was calculated 

by subtracting the level of the previous trial from that obtained when one more harmonic 

was added to the input. Even-numbered harmonics were found to contribute much less to 

the activation than odd-numbered harmonics, and the combination of odd and even 

harmonics did not follow the form of a geometric progression. Levels obtained with the 

100-Hz fundamental were nearly the same as those obtained with the 110-Hz 

fundamental.  
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The contribution of each odd-numbered harmonic to the total level of activation 

was fitted to the best matching geometric progression function,  

( )1−=∆ NXL , (3) 

using a nonlinear regression method, where ∆L is the change in level, N is the number of 

the added harmonic, and X is the value determined by the regression. All odd-series 

results were used in the regression, including both 100- and 110-Hz fundamentals. The 

optimum value obtained for X was 0.8594. The R
2
 for this relationship was 0.36. 

 In addition, coefficients were obtained for a variation on the geometric 

progression, of the form  

( )1−+=∆ NBXAL . (4) 

Optimum values obtained for Equation 4 were A = 0.0189, B = 3.118, and X = 

0.702. The R
2
 for this relationship was 0.59. Equations 3 and 4 and the actual 

experimental contributions of the harmonics are plotted in Figure 14. 

Using the threshold of 2.41 dB predicted by Equation 2 obtained in Experiment 

3, the odd 3-series required three harmonics in order to exceed the threshold. In all other 

series, both odd and even, the threshold was never exceeded, even with the maximum of 

eight harmonics. The same results were obtained using 85% of the predicted threshold. 

In the third evaluation method, an odd series was interpreted to be lower in pitch 

if the activation of the fundamental in response to that series was stronger than the 

activation for the matching even series with the same number of harmonics. For the 100-

Hz fundamental, this was always true, even with only one harmonic. For the 110-Hz  
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Figure 14. Contributions of odd and even harmonics to the level of activation of the fundamental, 

and best fit to geometric progression and variation on geometric progression (Equations 3 and 4). 
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fundamental, it was also always true except for a single harmonic in the 3-series, for 

which the fundamental responded slightly more strongly to the single even harmonic 

(220 Hz, 1.47 dB) than it did to the single odd harmonic (330 Hz, 1.28 dB). 

Discussion 

The network definitely demonstrates an approximate adherence to the odd-

harmonic rule, as evidenced by the fact that activation of the fundamental is nearly 

always higher in response to an odd series than in response to the corresponding even 

series. 

When fit to a geometric progression, the contributions of odd-numbered harmonics led to 

a remarkably close match to the 0.85
(N-1)

 result obtained for humans. A much better fit 

could be obtained, however, with the variation on the geometric progression given in 

Equation 4. It should be noted that, even though Equation 4 was able to fit the data better 

than Equation 3, a solution of the form 0.85
(N-1)

 was not outside the confidence limits of 

the parameters for Equation 4. 

Although the results of the present experiment show the same general trends as 

Wayand’s harmonic detector experiments with humans, the numerical results were not 

exactly the same. Wayand found that two harmonics were sufficient for perception of the 

fundamental with the odd 3-series, three harmonics with the odd 5-series, and five 

harmonics with the odd 7-series (Wayand, 1999). In contrast, the optimum fit obtained in 

Equation 4 of the present study predicts a different pattern. If five consecutive harmonics 

were sufficient when starting with harmonic number 7, as Wayand found, then Equation 

4 would predict that a level of 0.60 dB would be a sufficient threshold. Given this value 
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as the threshold, Equation 4 would predict that only two harmonics would be sufficient 

for the 5-series, and one harmonic would be sufficient for the 3-series. 

Using similar reasoning, it can be shown that the actual network response also 

differs from the human data. Using the first five harmonics in the odd 7-series, the 

fundamental activation level was 0.39. (Actually, this value was lower than that obtained 

with four harmonics, so it might be more appropriate to interpolate between four and six 

harmonics. This approach would suggest that 0.785 would be a sufficient threshold. The 

results are the same either way.) A single harmonic in the odd 5-series results in a level 

of 0.79, which exceeds the threshold. Likewise, a single harmonic in the odd 3-series 

results in a level of 1.48, which also exceeds the threshold. Furthermore, a single 

harmonic in the odd 3-series exceeds the threshold of 1.29 that would be obtained from 

three harmonics in the odd 5-series. 

Other methods of interpretation did not yield close matches to Wayand’s (1999) 

data, either. This discrepancy with human data could arise because the model is based on 

a different underlying structure for learning associations, which is probably simpler and 

less versatile than the process used in the human auditory system. It could also occur 

because the model has been exposed to a much less diverse assortment of sounds than 

humans hear. In addition to musical instruments, humans also hear such sounds as voices 

and animal calls (which, unlike instruments, can vary continuously in pitch), nonmusical 

objects falling or striking one another, machinery, and natural sounds such as wind and 

storms, as well as transient and anharmonic sounds that are common but not represented 
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in the current model. It is also possible that Wayand’s results could have matched mine 

more closely if he had chosen a different threshold value. 

In summary, the results of Experiment 4 show that the IFI model follows the 

general pattern of a harmonic detector, in which odd-numbered harmonics are more 

important than even-numbered harmonics. The contributions of individual odd-

numbered harmonics also follow a monotonically decreasing pattern that is consistent 

with a geometric progression, although the numerical predictions do not exactly match 

those obtained by Wayand with humans (Wayand, 1999). Experiment 5 provides another 

comparison of the IFI model predictions to human data. 
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Experiment 5—Existence Regions 

The purpose of the fifth experiment was to further compare the performance of 

the IFI model to previously published data for humans. The model shows activation of 

the fundamental for some sounds but not for others. It is also true for humans that the 

fundamental is not perceived for all combinations of harmonics, but only under certain 

conditions. Ritsma (1962) characterized these conditions for sounds consisting of three 

consecutive harmonics. Thresholds for detecting the fundamental frequency were 

measured as a function of: (1) the frequency, f, of the middle harmonic, (2) the 

fundamental frequency, g (or frequency difference between the harmonics), (3) the 

harmonic number (equal to the ratio, n = f/g, of the frequency of the middle harmonic to 

that of the fundamental), and (4) the depth of modulation (the relative intensities, m, of 

the upper and lower harmonics in relation to the central harmonic). Ritsma mapped the 

threshold as a function of these variables, plotting the minimum modulation depth 

required to hear the residue for given combinations of g and n (Because n must be an 

integer if the sound is to be harmonic, it acts as a constraint for f when g is specified.) 

Results differed somewhat for each of the three individuals tested in the experiment, but 

are averaged here for comparison. In this experiment, I tested the IFI model against 

Ritsma’s findings. 
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Method 

Ritsma (1962) held g constant for various values of n ≥ 4, varying the modulation 

depth (m) to determine the threshold. In each case, three consecutive harmonics were 

used as a stimulus. Modulation depth refers to the relative intensities of harmonics; the 

middle harmonic (harmonic number n) was the strongest, and the surrounding harmonics 

(n – 1 and n + 1) were a percentage (m × 100) of the stronger harmonic’s intensity. The 

three harmonics had frequencies of g(n – 1), gn, and g(n + 1). 

A similar procedure was used in this experiment. A set of sound data was created 

for each combination of g and n, with varying levels of modulation depth. Following 

Ritsma’s example, the value of g varied in steps of 20 Hz from 40 to 100 Hz, in steps of 

50 Hz from 100 to 200 Hz, and in steps of 100 Hz from 200 to 800 Hz. Modulation 

depth varied in steps of 20 from 20% to 100%, in linear sound pressure levels. The 

number of the central harmonic, n, varied from 4 to 25. Ritsma examined responses to 

frequencies up to 20,000 Hz; however, in the present experiment frequencies above 

10,000 Hz were excluded. This was done because the data available for training the 

network (Sandell, 1998) had included only those harmonics below 10,000 Hz, and 

consequently the network was designed to have filters ranging only up to 10,000 Hz. The 

existence regions found by Ritsma were generally below 6,000 Hz. 

The network trained in Experiment 3 was also used for Experiment 5. No 

additional training took place, so that the network was trained with only complete 

musical instrument sounds. Each of the new sounds was presented to the network, using 
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the same parameters as were used during training. The network’s response was measured 

as the level of the internal input that was closest to the fundamental frequency. 

Results 

As a starting point, thresholds for the various values of g were calculated from 

Experiment 3, Equation 2. These thresholds were used as the criteria for determining 

presence of the fundamental in the internal input. However, no trials exceeded these 

threshold values. 

The next approach tried was to use an arbitrary constant level of activation to 

signal the fundamental. This level was defined as the level obtained for g = 100 Hz, n = 

25, and m = 100%, which was an approximate threshold point in Ritsma’s (1962) data. 

Results are shown in Figure 15. Individual points on the graph show the combinations of 

g and n that exceeded the threshold. Saturation had almost no effect on the level of 

activation. In almost all combinations where the threshold was exceeded, it was 

exceeded for all levels of saturation. 

In Figure 16, contours are added showing the averages of thresholds that were 

obtained by Ritsma, which are included for comparison with the present data. Because of 

the wide variability of the levels observed in the present experiment, it seems impossible 

to identify patterns similar to Ritsma’s. There were no consistent boundaries between 

low and high levels of activation; low or high values could occur just about anywhere in 

the sampled range.  
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Figure 15. Results of Experiment 5. Center frequency (f) is determined by g and n. Each black dot 

on a line of constant g represents a value of n for which activation of the fundamental exceeded the 

threshold. Threshold is defined as the activation for the case where g = 100 and n = 25 (circled), with 

m = 100%. Any value of n that does not have a dot did not exceed threshold. Saturation had little 

effect on the outcome; in almost all combinations where the threshold was exceeded, it was exceeded 

for all values of m. 
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Figure 16. Results of Experiment 5, with added contours showing average of thresholds determined 

by Ritsma (1962). For a given saturation level, virtual pitch could be heard for any combination of n 

and g inside the contour. In comparison, the neural network model responded in a less consistent 

way. 
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Figure 17. Levels of activation of the fundamental in Experiment 5. Length of the spiral is 

proportional to activation level when m = 100% saturation. Black, clockwise spirals represent 

positive activation values; red, counterclockwise spirals represent negative values. The threshold 

chosen in Figure 15, based on g = 100, n = 25, m = 100%, is circled. Values that exceeded this level of 

activation were interpreted to be above the threshold for detection of the fundamental. 
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Discussion 

Ritsma’s (1962) experiment was a challenging task for the IFI model, testing the 

response to combinations of harmonics well outside the lower harmonic range where the 

model performs best. Where Ritsma was able to draw definite boundaries between 

regions in which a virtual pitch was heard and not heard, the present model seems to 

have no clear boundaries. Saturation was an important parameter in Ritsma’s data, but 

had little effect on the present model. In the results found here, the important 

determinants seemed to be specific combinations of n and g. In many cases, for a given 

value of g, the threshold was exceeded for some values of n that encompassed other 

values of n for which the threshold was not exceeded. This was especially true for 

smaller values of n. For example, the threshold was often exceeded for n = 4, 6, and 8, 

but not for n = 5 and 7. This result appears to be in keeping with the odd-harmonic rule. 

When n is even, the center frequency of the triad is an even harmonic, and the other two 

frequencies are odd. Therefore, there are two odd-numbered harmonics contributing to 

the overall activation. When n is odd, however, the center frequency is an odd harmonic 

and the other two frequencies are even. Thus, only one odd-numbered harmonic is 

present, and the two even-numbered harmonics would contribute little and perhaps 

inhibit the overall activation of the fundamental. This pattern breaks down at higher 

values of n, where even and odd harmonics both contribute smaller but approximately 

equal amounts, as was seen in Figure 13. 

In Figure 16, the model appears to at least follow the general trend in which the 

fundamental is active for smaller values of n and not for larger values of n. In an effort to 
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summarize the data and to further investigate this trend, I performed regressions on n for 

each value of g. Overall, the data seemed to best fit an inverse function, so this form was 

used for the regression. It became apparent, however, that even-numbered values of n 

did not follow the same trend as odd-numbered values. Because of this, I chose to do the 

regressions only on the odd-numbered values. A separate regression was done for each 

value of g. From the regression results, I calculated the lowest integer value of n 

predicted to exceed an arbitrary threshold. This threshold was chosen to be the value 

predicted for g = 300 and n = 25. The reason for choosing this threshold was that it 

produced a reasonable graph, where others either went off the graph or were too small to 

show any activation. Results are summarized in Figure 18, where the shaded area is the 

predicted region in which the fundamental threshold is exceeded. 

Overall, the results of Experiment 5 differ from the data obtained by Ritsma 

(1962). This suggests that humans use different features of a complex sound than the 

model does to deduce the fundamental frequency. The strong dependence of the model 

on the second harmonic, in particular, appears to be one reason for this difference. At the 

very least, it probably means that the model would need to be trained with a more 

diverse set of inputs in order to arrive at a more general solution to the problem of 

deducing the fundamental. It is also possible that nonlinear learning rules and multiple 

layers with backpropagation could lead to better matches with human data. 
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Figure 18. Regression results showing predicted existence regions for combinations of three 

successive harmonics. The fundamental would be predicted to exceed threshold within the shaded 

area. Actual results of Experiment 5 are plotted as black dots, and Ritsma’s data is represented by 

curves. The regression was computed using only even values of n. 
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General Discussion 

I have developed and tested three different neural network models to simulate 

aspects of auditory pitch perception. All of the neural networks were inspired by the 

harmonic detector model (McBeath & Wayand, 1998; Wayand, 1999). I have performed 

five experiments to evaluate the models. The experiments were intended to determine 

whether the neural networks could acquire the characteristics of the harmonic detector 

model through exposure to common musical sounds, and to evaluate how well the neural 

networks could simulate human data.  

The DI model in Experiment 1 demonstrated that a simple neural network could 

acquire associations between related harmonics. These associations allow the network to 

distinguish between different octaves of the same note, as can be seen in Figure 3 and 

Figure 4. In Figure 3, the lowest harmonic is activated when all other harmonics are 

present for an A2. When an A3 is used for input (corresponding to only the even-

numbered harmonics of the A2), activation of the 110-Hz fundamental of the A2 is nearly 

zero. A similar result is seen in Figure 4, where an A3 is compared with an A4. The A4, 

which shares only the even-numbered harmonics of the A3, causes nearly zero activation 

of the 220 Hz fundamental. 

By contrast, a missing fundamental input causes a high level of activation of the 

110 Hz fundamental in Figure 3 and the 220 Hz fundamental in Figure 4, even though 

the lowest frequencies in the inputs were 220 Hz and 440 Hz, respectively. Thus, the 

network has completed the degraded pattern of the missing fundamental. 
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Qualitatively, the DI model showed a strong similarity to the harmonic detector 

model, responding strongly to series of odd-numbered harmonics, but weakly to series of 

even-numbered harmonics. 

The Filtered Input (FI) model was developed for Experiment 2. This model 

extended the capabilities of the DI model by allowing input of any combination of 

frequencies, and it could process sounds over the entire range of the musical scale. 

Results with this model were understandably less clear, given the larger variety of 

patterns to be learned, the greater similarity between nearby notes in the scale, and the 

fact that a filter could respond partially to nearby frequencies as well as to its own 

central frequency. Still, some signs of pattern learning were observable with some 

sounds. Certain sounds, however, did not cause activation of the fundamental, especially 

when the fundamental was missing from the input, and the activation averaged over all 

patterns was small. 

Interesting results were obtained in the match-to-standard tasks of Experiment 2. 

When comparing missing-fundamental sounds to whole sounds, the network selected the 

correct pitch in 69% of cases. Using virtual pitches (the second through fifth harmonics, 

all equal intensity) as reference standards, the network selected the correct pitch in 62% 

of cases. It did not do well with pure tone reference standards, however, demonstrating 

that it had not acquired a relationship between the fundamental by itself and the 

remaining harmonics. 

The most surprising result was that performance on the match-to-standard task 

was almost completely independent of training for the network. The network performed 
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equally well with an untrained network and with a trained network. The explanation for 

this would be that the similarity between a sound and a reference standard exists without 

any need for processing. Whether the harmonic intensities are multiplied by the 

structured weights of the trained network or the random numbers of the untrained 

network, the resulting output patterns still match most closely when they are calculated 

from input patterns that share a lot of harmonics.  

This finding has implications for competitive learning models such as MUSACT 

(Bharucha & Mencl, 1996). In this model, a winner-takes-all routine causes a single 

node to become active in response to an input pattern. The model was designed mainly 

to study learning of chord and melody progressions, rather than identification of pitch, 

but Bharucha did note that it had demonstrated virtual pitch. The results of the present 

experiment show that it may not have been necessary to train such a model in order to 

exhibit equivalence between whole sounds and missing-fundamental sounds. A missing 

fundamental sound is likely to be more similar to a complete sound of the same pitch 

than it is to other pitches, and is therefore likely to activate the same output node, even 

without training. 

Examination of the shortcomings of the FI model led to the conclusion that it was 

depending strongly on the second harmonic to determine activation of the fundamental. 

This result was inconsistent with the odd-harmonic rule and was a poor solution to the 

training problem. 

The Inhibited Filtered Input (IFI) model was developed for Experiment 3 in order 

to overcome the shortcomings of the FI model. The addition of lateral inhibition, 
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combined with a change to decibel inputs instead of linear pressures, led to much better 

performance. Missing fundamental patterns were completed in cases where they had not 

been with the FI model, and average activation of the fundamental was much higher. 

Performance on the match-to-standard task also improved, apparently because of 

improved input data, though, because there was still no distinction between trained and 

untrained networks. Pure tones also still were not matched correctly, either. 

With the IFI model, I performed a linear regression to determine a threshold 

activation level as a function of the logarithm of frequency. A harmonic detector could 

potentially use this threshold to identify pitch. By reducing the threshold 15% and 

finding the center of the lowest cluster to exceed this value, I was able to make correct 

identifications for 85% of pitches from a random sample. This was done manually, but 

appears to be something that could be automated easily. 

Experiments 4 and 5 were performed in order to assess how accurately the IFI 

model could simulate human aspects of pitch perception. Experiment 4 was a 

quantitative comparison of the IFI model versus the harmonic detector model. Sound 

profiles, similar to stimuli used by McBeath and Wayand with humans, were input to the 

IFI model, and responses were compared with the human data (McBeath & Wayand, 

1998; Wayand, 1999). When fit to a geometric progression, the result was remarkably 

similar to that obtained by McBeath and Wayand. A variation on the form of the 

equation produced a better fit to the data, however, but did not match the human data as 

well. The threshold chosen by McBeath and Wayand was somewhat arbitrary, though, 

and it is possible that the human data would have been closer to the predicted values if a 
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different threshold had been used (M. K. McBeath, personal communication, August 18, 

2003).  

The IFI model is patterned after a place-coding principle, but it should be noted 

that it could work anywhere that there is a tonotopic map of frequency, which could exist 

in the brain as well as the cochlea. Being located in the brain would overcome the 

limitations of pitch theories that depend on mechanical or neural interactions in the 

cochlea, particularly the perception of virtual pitch with binaural presentation of 

harmonics (Houtsma & Goldstein, 1971).  

Experiment 5 also was a comparison of the IFI model to human data. In this 

experiment, I compared the network’s performance to that of humans in a classic 

auditory perception experiment (Ritsma, 1962). In order to perform well in this 

experiment, it would have been necessary for the network to produce results that closely 

approximated human data. In this case, a poor match was obtained, and in fact it was 

nearly impossible to find any kind of pattern in the results. This is a shortcoming of the 

model, as many of the major pitch perception theories are able to account for Ritsma’s 

data, including those of Goldstein, Wightman, Meddis and Hewitt, Terhardt, and 

Duifhuis (Cohen et al., 1995). The inability of the IFI model to simulate Ritsma’s 

existence region experiment is most likely due to a lack of training in the types of 

patterns used in the experiment. This could be a result of the limited number of sounds 

used to train the model, or it could be because of the response characteristics. In 

particular, the IFI model still relies heavily on the first few harmonics, which make up 

only a small portion of the stimuli used by Ritsma. This overemphasis on the lower 
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harmonics might occur because the low harmonics are by far the most prominent in the 

musical instrument data, unlike vocal sounds that have many of their most important 

components in the range of 1000 to 5000 Hz (Coren et al., 2004). It has also been 

suggested that the auditory system might include mechanisms to generalize rules of 

harmonic association from early exposure to only a few sounds, and a simple model has 

demonstrated one way this could be done (Laden, 1994). Another consideration is that 

the other models mentioned above generally give equal treatment to all harmonics, rather 

than using relative strengths as inputs, and this might be necessary in order to get a 

realistic simulation. It is easy to imagine that parts of the auditory system might respond 

equally to any harmonic that exceeds a threshold, and it would not be difficult to 

incorporate this feature into the present model. 

Relation to Other Neural Network Models 

Several neural network models have been used to model virtual pitch and other 

auditory phenomena. My model shares some features with those models, but differs in 

some ways as well. The fundamental difference was that the FI model was designed 

specifically to investigate whether a harmonic detector organization could develop as a 

result of exposure to musical sounds. 

Most neural network models of pitch perception use specifically defined output 

nodes for each note of the scale, or otherwise limit the choices of pitch to specific values 

(e.g., Benuskova, 1994; Bharucha, 1991, 1996; Cohen et al., 1995; Laden, 1994; Laden 

& Keefe, 1991; Sano & Jenkins, 1991). Some involve training (Benuskova, 1994; 

Bharucha, 1991, 1996; Laden, 1994; Laden & Keefe, 1991), while others have the 
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associations pre-wired into the model (Cohen et al., 1995; Sano & Jenkins, 1991). 

Generally the aim of the networks is to identify pitch, although in many cases this is an 

intermediate goal in a model designed to study musical chords or progressions. The 

model in the present study was not designed to identify pitch, although I showed in 

Experiment 3 that the IFI model does a remarkably good job of identifying pitch 

anyway. While that might be seen by many people to be a weakness of the model, I 

decided to do it that way because I envisioned it to be a single element of a much more 

sophisticated sound processing mechanism. In addition, if the model were able to 

identify pitch in the absence of reference standards, that would be the equivalent of 

perfect pitch, which would not be a realistic model of human pitch perception. 

The IFI model is most similar to the SPINET model of Cohen, Grossberg, and 

Wyse (1995). The major difference is that, where Cohen et al. had a pre-wired stage that 

weighted harmonics in a manner similar to the harmonic detector rule, the IFI model 

attempts to acquire these weights through training with real sound data. The SPINET 

model also represents time-varying properties of the sound stimulus, where the present 

model works only with steady-state sound data. Two processing stages of the SPINET 

model are similar to those of the IFI model. It used a rounded exponential filtering 

process similar to that of the FI model as a first stage. In addition, the lateral inhibition 

stage of the IFI model was based on a corresponding stage in the SPINET model. 

Following these stages, the model performs a weighted summation of all harmonics 

exceeding a threshold, and selects a pitch based on the strongest activation level. 

Weights follow a logarithmic function instead of the geometric progression of the 
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harmonic detector model. The SPINET model simulated pitch identification and virtual 

pitch, as well as several other auditory phenomena that I have not investigated. Many of 

these phenomena are time-dependent and could not be modeled with the IFI model. It 

would be possible to test the present model on pitch shifts and combination tones. 

The MUSACT model (Bharucha, 1987, 1991, 1996; Bharucha & Mencl, 1996) is 

probably the best-known neural network model for music perception. It used a 

competitive learning model that self-organized to group notes of the same pitch together, 

using real sounds to train the network. Unlike the models in the present study, the 

MUSACT model had a limited number of output nodes that each represented one pitch 

or class of pitch. This model was developed mainly to simulate learning of sequences of 

pitches in music, and it was observed incidentally to demonstrate the missing 

fundamental by selecting the same pitch whether the fundamental was present or not. As 

discussed in Experiment 3, the finding that pitches are matched correctly without 

training would suggest that the MUSACT model might not require training to perform 

this task. 

Benuskova (1994) used a trained model developed explicitly to demonstrate 

performance on missing fundamental tasks, with a separate area representing the 

fundamental frequency. The network was trained using a particularly strong level of 

activation at the fundamental frequency in order to identify the pitch of the complex 

sound. The model did not use real sounds, but rather used templates derived from typical 

profiles of complex sounds. It successfully simulated several experiments with different 
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patterns of harmonics, identifying the correct pitch approximately the same percentage 

of times as humans. The IFI model was not evaluated on this task. 

An adaptive resonance theory model has been shown to acquire an ability to 

identify pitches, and was tested on its ability to generalize to other musical instruments 

not used in training (Taylor & Greenhough, 1994). The fact that the IFI model could 

match musical sounds to artificial virtual pitches demonstrates that it would also be able 

to perform this task. A similar pitch-perception model identifies pitches without training, 

by grouping similar frequencies and then related chroma. No other tests are reported, but 

the authors comment on the possibility of rating the pleasantness of chords, which would 

require additional modeling (Sano & Jenkins, 1991). A model developed by Laden 

(1991) classifies chords (major, minor, inversions, etc.) but does not rate them according 

to pleasantness. The IFI model can accept chord input, but would require additional 

processing in order to classify them. This could probably be accomplished with a process 

similar to the match-to-standard task used to identify pitch. See “Directions for Future 

Research” for a discussion of how chord pleasantness might be simulated with the IFI 

model. 

Other developmental models for association of harmonics have been proposed. 

Shamma and Klein (2000) used coincidence detectors to develop harmonic templates, 

which could be used for comparison with actual harmonics when identifying pitch. This 

model allowed templates to develop from a variety of auditory stimuli, including click 

trains and noise, in addition to harmonic sounds. Laden (1994) created a simple model 
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that would allow generalization of just a few patterns over a large range of frequencies 

by copying acquired associations. 

Directions for Future Research 

Based on the results of Experiment 3, I believe that decibel values are more 

appropriate than linear pressure levels for external inputs to the neural net. A limitation 

that became apparent when analyzing the results of Experiment 3, however, was a 

discontinuity in decibel levels between weak harmonics and non-existent frequencies. 

The use of decibel inputs for the roex filters meant that weak harmonics could have 

negative decibel levels. Frequencies that were not part of the input, however, were 

assigned a value of 0 dB. Although the threshold for the filter output was set to 0 dB, a 

weak harmonic could decrease the level of output from a higher value, while a non-

existent frequency would have no effect. I have not determined how much of an effect 

this had on performance of the model, but I do believe that it is responsible for the 

sudden negative spike in some external inputs near the 10,000 Hz filter upper limit, and 

the corresponding negative correction in calculation of internal inputs for some 

harmonics (see Figure 11 and the A2 calculation of Figure 13). The use of decibel input 

in other parts of the model was definitely beneficial, so the most appropriate change 

would seem to be to convert inputs to linear pressure levels for the roex filters and lateral 

inhibition, and then convert them back to decibels for the autoassociator input. I have 

conducted a pilot test of this variation, with promising results. This would be a 

worthwhile experiment for future research. 
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The design of the model allows additional experiments to be performed in the 

future to further evaluate the ability of the model to perform in a manner similar to 

humans. An example of such an experiment might include the effects of frequency shifts. 

Schouten, Ritsma, & Lopes Cardozo (1962) performed an experiment in which subjects 

listened to sounds consisting of three equally spaced frequencies. In the base condition, 

the three frequencies were multiples of the difference between the frequencies. 

Mathematically, the three frequencies were  

00000 ,, gffgf +− , (5) 

where 

00 ngf = . (6) 

For example, the three frequencies might be 1200, 1400, and 1600 Hz, 

corresponding to g0 = 200 Hz and n = 7. In this case, the virtual pitch would be that of a 

200 Hz reference tone. 

In other conditions, the sounds were anharmonic, with the frequencies shifted so 

that they were still equally spaced, but not multiples of a fundamental frequency. 

Mathematically, the frequencies were shifted by an amount, ∆f, to 

fgffffgf ∆++∆+∆+− 00000 ,, . (7) 

For example, the three frequencies might be 1280, 1480, and 1680 Hz, 

corresponding to g0 = 200 Hz, n = 7, and ∆f = 80 Hz. If the fundamental were inferred 

from the differences in frequencies, then the virtual pitch would still be that of a 200 Hz 
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reference tone. Experiments showed, however, that the virtual pitch was shifted by an 

amount slightly larger than  

nfp /∆=∆  (8) 

(Schouten et al., 1962). 

This experiment could be simulated on the network by presenting the trained 

network with combinations of three frequencies, either harmonic or shifted by a set 

frequency. The virtual pitch would then be determined by comparison to a set of virtual 

reference standards. These reference standards would be different from those used in the 

preceding experiments, in that they would be in increments of 1 Hz. The reference 

standard with output most closely matching that of the target sound would determine the 

pitch of the target. If the model is a good predictor of human data, then it should pick a 

reference standard that corresponds with that predicted by Equation 8. 

Another interesting experiment would be to simulate masking effects on the 

missing fundamental. From the neural net perspective, a mask is another form of pattern 

degradation, and performance of the network would be expected to be similar to that for 

missing harmonics. 

The ability to simulate masking is built into the network to allow for future 

research. A white noise auditory mask consists of random frequencies within a 

predetermined range, all presented simultaneously. While it would be possible to 

simulate noise in the model by inputting a set of random frequencies and intensities, a 

better approach is to model the effects of the noise directly on the threshold of each 

receptor. Noise is modeled by raising the threshold of the receptor, with an 
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accompanying constant output. Any given receptor has a constant output determined by 

the level and the frequency range of the mask, unless the combined inputs exceed the 

threshold level. If the inputs do exceed the threshold, then the output is the same as it 

would be if the mask were not present. If the mask is a constant level throughout the 

frequency range of the filter, then the threshold is raised to 0 dB, and the sound cannot 

exceed the threshold. 

The threshold is determined by one of three equations, depending on whether the 

minimum and maximum frequencies of the mask are both above the filter’s central 

frequency, both below it, or on either side of it. In the case where the mask frequencies 

are all lower than the filter’s central frequency, the threshold is given by 

( ) ( )[ ]MinMax pg

Min

pg

Max epgepg
p

kfP
−−

+−+= 2200

ρ
 (9) 

where P0 is the threshold sound pressure level, f0 is the filter’s central frequency in kHz, 

ρ is the density (intensity) of the mask, p is the filter’s passband in kHz, gMax is the value 

of g from Equation 20 in Appendix A for the mask’s maximum frequency, gMin is the 

value of g for the mask’s minimum frequency, and k is a constant equal to 10.70, chosen 

to give a threshold of 60 dB for a filter centered at 1000 Hz with noise mask of 1 ERB 

width (128.14 Hz) centered at 1000 Hz and density of 60 dB/Hz. In the case where all 

mask frequencies are higher than the filter’s central frequency, the threshold is given by  

( ) ( )[ ]MaxMin pg

Max

pg

Min epgepg
p

kfP
−−

+−+= 2200

ρ
. (10) 

In the third case, where the mask encompasses the filter’s central frequency, the 

threshold is given by 
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( ) ( )[ ]MaxMin pg
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p
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+−+−= 22400
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. (11) 

These equations were derived from equations (9) and (10) in Patterson & Moore 

(1986, p. 134). 

The results of these equations cannot readily be predicted intuitively, so the 

computer model includes a feature that graphs the threshold of each filter with respect to 

its central frequency. Using the graph generated by the program allows me to ascertain 

that a mask of specified frequency and density will sufficiently block the inputs to the 

desired filters while allowing input from filters with other central frequencies. 

If all of the above experiments were successful, then it would be interesting to 

examine the question of what determines consonance and dissonance. Plomp (1965) 

provides evidence that consonance, at least in the ears of untrained musicians, develops 

from experience. Musicians, on the other hand, adhere to a stricter definition of 

consonance as intervals that are free of roughness or difference beats. These trained 

musicians use pleasantness in the same way that non-musicians use consonance. As 

cultures and musical tastes have changed, more intervals have been rated to be pleasant 

than in earlier times. This suggests that learning influences our concepts of pleasantness. 

People rank the pleasantness of intervals in order, from most pleasant to least 

pleasant, according to the following frequency ratios: 1:2, 2:3, 3:5, 3:4, 4:5, 5:8, 5:6, 5:7, 

5:9, 8:9, 8:15, and 15:16 (Helmholtz, 1877/1954; Malmberg, 1917-1918). The musical 

intervals that are generally rated as pleasant form the same frequency ratios as are 

present in the harmonics of complex sounds. It seems reasonable, therefore, to propose 
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that pleasantness might initially result from experiences with harmonics. Because these 

frequencies co-occur in many natural sounds, they are associated with each other and 

therefore sound more pleasant than other combinations of frequencies that are less 

common. 

A logical definition of a pleasantness rating in the network model is the level of 

activity. Low levels of error are associated with familiar patterns. These familiar patterns 

require little or no correction in the weights, and therefore might be considered to be 

more pleasant than other, less familiar intervals. In the network model, low levels of 

error can be considered to be pleasant, while high levels of error can be considered to be 

unpleasant. 

The ability to test the model for pleasantness ratings of these intervals is also 

built into the model. I included a provision in the program that allows any combination 

of notes to be presented to the network simultaneously. The filter responses are 

determined for each note separately, then added. The results are normalized in order to 

maintain the same total input to the network regardless of the number of notes combined. 

Several improvements could be made to the present IFI model in order to 

improve its simulation of human data. The weakest aspect of the current model is the 

neural network itself, which is based on one of the simplest models available. This 

model has shown a great deal of promise, demonstrating clearly that associations 

between harmonics can be acquired, that degraded patterns can be completed, and that 

pitch can be determined from output data. Still, it needs modification if it is to perform 

accurate simulations. A nonlinear learning rule, combined with a multiple layer network 
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incorporating backpropagation, would allow the model to discover more complex 

relationships between harmonics than are possible with the simple network. Ultimately, a 

model based on realistic biological processes may be required in order to get a close 

match to human data. 

The stimuli used for training the model were also quite limited compared with the 

rich diversity of sounds that the human auditory system encounters. Training data for the 

model consisted only of harmonic musical instrument sounds. Voices, speech sounds, 

mechanical noises, and inharmonic sounds are just a few of the everyday experiences 

that were not available for training or testing the model. Any simulation that depends on 

prior exposure to sounds cannot be accurate without these other sources of sound. As 

with any model based on learning, it might not be possible to match human data without 

the full range of prior experiences that are typical during developmental stages. 

A major limitation of the current model is that it does not represent time. As a 

result, it can work only with steady-state sounds that are rare in real life. Time is 

certainly an important variable in auditory perception, and a complete model would have 

to include it in the computations. There can be little doubt that the auditory system does 

respond in phase to individual peaks in the acoustic signal, at least at lower frequencies, 

and it is likely that these frequency responses play a role in any learning of associations 

between harmonics, as well as the percept of the actual pitch. The use of multiple cycles 

in training would allow time variations by changing the external inputs on each cycle. 

The preprocessing stages of the SPINET model include time as a factor, and could be 

incorporated into this model to allow processing of the typical attack-sustain-decay-
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release pattern of musical sounds (Cohen et al., 1995). The MUSACT model learns 

patterns of progression in chords and melodies over time, although this models has a 

different foundation than the present model and could not be used to study all of the 

pitch perception aspects of the current model (Bharucha, 1987, 1991, 1996; Bharucha & 

Mencl, 1996). Any time-based model would have to use a different set of training data, 

as the database used in the present study included only samples from steady-state 

sounds. 
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Conclusions 

For such a simple model, the results produced by the present neural network 

model are remarkably good. Experiments 1 through 3 demonstrated that all three models 

were able to acquire associations between harmonics of complex sounds, and to 

reproduce the fundamental when it was missing. They were able to do this even in light 

of a great deal of variation in the relative levels of harmonics between different musical 

instruments. The IFI model in Experiment 3 was able to succeed with a lot of overlap 

between frequencies of adjacent notes of the musical scale, which produced filter outputs 

(external inputs) that were present for several adjacent notes.  

The IFI model was nearly always able to choose correct pitch matches between 

virtual pitches, missing-fundamental, and whole sounds. It was not my intent to 

incorporate pitch identification in the model, because I believed that the ability to 

identify pitch would involve a higher level of cognition than what was being modeled 

here. Nonetheless, the model demonstrated the ability to match pitches to stored 

templates of virtual or real sounds, which are incorporated in some pitch perception 

models (e.g., Cohen et al., 1995; Goldstein, 1973). In addition, it was shown that the 

model could fairly reliably identify pitch using the lowest-frequency internal input that 

exceeded a threshold level, similar to the method suggested by McBeath and Wayand for 

their harmonic detector model (McBeath & Wayand, 1998; Wayand, 1999). 

The model did not perform well when matching pitches to pure tones using 

internal inputs only, often instead selecting the next-higher octave of pure tone. This 
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result might be different if total activation (internal + external input) were used for 

comparison instead of internal inputs alone. This possibility was not explored in the 

present research. 

In the harmonic detector experiments, the model was able to fill in the missing 

fundamental when presented with sets of sequential of odd harmonics. It also 

demonstrated a trend for decreasing roles of higher harmonics, as was found by Wayand 

(1999). When compared to human data, a best fit to a geometric progression nearly 

exactly matched that obtained by Wayand.  

Experiment 5 showed that quantitative predictions by the model could be better. 

Given the relative simplicity of the model relative to the human auditory system, and the 

limited set of musical sounds used for training compared with a lifetime of sound 

experiences, an imperfect match between the model’s performance and human data was 

not surprising. Even so, the model has demonstrated a qualitative, if not quantitative, 

ability to simulate several important auditory phenomena. 



  104 

 

References 

Bachem, A. (1954). Time factors in relative and absolute pitch determination. Journal of 

the Acoustical Society of America, 26(5), 751-753. 

Békésy, G. v. (1960). Experiments in Hearing (E. G. Wever, Trans.). New York: 

McGraw-Hill. 

Benuskova, L. (1994). Modelling the effect of the missing fundamental with an attractor 

neural network. Network: Computation in Neural Systems, 5, 333-349. 

Bharucha, J. J. (1987). Music cognition and perceptual facilitation: A connectionist 

framework. Music Perception, 5(1), 1-30. 

Bharucha, J. J. (1991). Pitch, harmony, and neural nets: A psychological perspective. In 

P. M. Todd & D. G. Loy (Eds.), Music and Connectionism (pp. 84-99). 

Cambridge, MA: The MIT Press. 

Bharucha, J. J. (1996). Melodic anchoring. Music Perception, 13(3), 383-400. 



  105 

 

Bharucha, J. J., & Mencl, W. E. (1996). Two issues in auditory cognition: Self-

organization of octave categories and pitch-invariant pattern recognition. 

Psychological Science, 7(3), 142-149. 

Borland. (1992). Borland C++ (Version 3.1) [Compiler]. Scotts Valley, CA: Borland 

International, Inc. 

Cohen, M. A., Grossberg, S., & Wyse, L. L. (1995). A spectral network model of pitch 

perception. Journal of the Acoustical Society of America, 98(2, Pt 1), 862-879. 

Coren, S., Ward, L. M., & Enns, J. T. (2004). Sensation and Perception (6th ed.). 

Hoboken, NJ: John Wiley & Sons. 

Davis, H., Silverman, S. R., & McAuliffe, D. R. (1951). Some observations on pitch and 

frequency. Journal of the Acoustical Society of America, 23, 40-42. 

de Cheveigné, A. (1998). Cancellation model of pitch perception. Journal of the 

Acoustical Society of America, 103(3), 1261-1271. 

Fletcher, H. (1924). The physical criterion for determining the pitch of a musical tone. 

The Physical Review, 23(1), 427-437. 



  106 

 

Goldstein, J. L. (1973). An optimum processor theory for the central formation of the 

pitch of complex tones. Journal of the Acoustical Society of America, 54(6), 

1496-1516. 

Hartmann, W. M. (1996). Pitch, periodicity, and auditory organization. Journal of the 

Acoustical Society of America, 100(6), 3491-3502. 

Helmholtz, H. v. (1877/1954). On the Sensations of Tone as a Physiological Basis for 

the Theory of Music (A. J. Ellis, Trans.). New York: Dover. (Original work 

published 1877). 

Houtsma, A. J. M., & Goldstein, J. L. (1971). The central origin of the pitch of complex 

tones: Evidence from musical interval recognition. Journal of the Acoustical 

Society of America, 51(2, Pt. 2), 520-529. 

Johnson, D. H. (1980). The relationship between spike rate and synchrony in responses 

of auditory-nerve fibers to single tones. Journal of the Acoustical Society of 

America, 68(4), 1115-1122. 



  107 

 

Kiang, N. Y. S., Watanabe, T., Thomas, E. C., & Clark, L. F. (1965). Discharge Patterns 

of Single Fibers in the Cat's Auditory Nerve. Cambridge, MA: MIT Press. 

Krumhansl, C. L. (1990). Cognitive Foundations of Musical Pitch. Oxford: Oxford 

University Press. 

Laden, B. (1994). A parallel learning model of musical pitch perception. Journal of New 

Music Research, 23, 133-144. 

Laden, B., & Keefe, D. H. (1991). The representation of pitch in a neural net model of 

chord classification. In P. M. Todd & D. G. Loy (Eds.), Music and 

Connectionism (pp. 64-83). Cambridge, MA: The MIT Press. 

Lewis, C. F., Fountain, S. B., & McBeath, M. K. (1999, November 1-5). Finding the 

missing fundamental: A connectionist model of harmonic perception. Paper 

presented at the Meeting of the Acoustical Society of America, Columbus, OH. 

Licklider, J. C. R. (1951). A duplex theory of pitch perception. Experientia, 7, 128-133. 



  108 

 

Licklider, J. C. R. (1954, June 23-26). "Periodicity" pitch and "place" pitch. Paper 

presented at the Forty-Seventh Meeting of the Acoustical Society of America, 

New York, NY. 

Lockhead, G. R., & Byrd, R. (1981). Practically perfect pitch. Journal of the Acoustical 

Society of America, 70(2), 389. 

Malmberg, C. F. (1917-1918). The perception of consonance and dissonance. 

Psychological Monographs, 25(2), 93-133. 

McBeath, M. K., & Wayand, J. F. (1998). The harmonic detector model of pitch 

perception. Abstracts of the Psychonomic Society, 3, 55 (Ms. No. 529). 

McClelland, J. L., & Rumelhart, D. E. (1988). Explorations in Parallel Distributed 

Processing: A Handbook of Models, Programs, and Exercises. Cambridge, MA: 

The MIT Press. 

Meddis, R., Hewitt, M. J., & Shackleton, T. M. (1990). Implementation details of a 

computational model of the inner hair-cell/auditory nerve synapse. Journal of the 

Acoustical Society of America, 87, 1813-1818. 



  109 

 

Microsoft. (1998a). Visual C++ (Version 6.0 Professional Edition) [Compiler]. Seattle: 

Microsoft Corporation. 

Microsoft. (1998b). Windows 98 (Version 4.10.1998) [Operating System]. Seattle: 

Microsoft. 

Moore, B. C. J., & Glasberg, B. R. (1986). The role of frequency selectivity in the 

perception of loudness, pitch and time. In B. C. J. Moore (Ed.), Frequency 

Selectivity in Hearing (pp. 251-308). London: Academic Press. 

Pantev, C., Hoke, M., Lütkenhöner, B., & Lehnertz, K. (1989). Tonotopic organization 

of the auditory cortex: Pitch vs. frequency representation. Science, 246, 486-488. 

Patterson, R., Nimmo-Smith, I., Holdsworth, J., & Rice, P. (1988). Spiral VOS final 

report. Part A: The auditory filterbank (APU 3241). Cambridge, England: 

Medical Research Council Applied Psychology Unit. 

Patterson, R. D. (1969). Noise masking of a change in residue pitch. Journal of the 

Acoustical Society of America, 45(6), 1520-1524. 



  110 

 

Patterson, R. D., & Moore, B., C. J. (1986). Auditory filters and excitation patterns as 

representations of frequency resolution. In B. C. J. Moore (Ed.), Frequency 

Selectivity in Hearing (pp. 123-177). London: Academic Press. 

Plomp, R., & Levelt, W. J. M. (1965). Tonal consonance and critical bandwidth. Journal 

of the Acoustical Society of America, 38(4), 548-560. 

Ritsma, R. J. (1962). Existence region of the tonal residue. I. Journal of the Acoustical 

Society of America, 34(9), 1224-1229. 

Ritsma, R. J., & Lopes Cardozo, B. (1963/64). The perception of pitch. Philips Technical 

Review, 25, 37-43. 

Rutherford, W. (1886). The sense of hearing. Journal of Anatomy and Physiology, 21, 

166-168. 

Sandell, G. (1998). SHARC timbre database [Computer Database]. World Wide Web. 

Retrieved April 28, 1998, from the World Wide Web: 

http://sparky.parmly.luc.edu/sharc 



  111 

 

Sano, H., & Jenkins, B. K. (1991). A neural network model for pitch perception. In P. M. 

Todd & D. G. Loy (Eds.), Music and Connectionism (pp. 42-53). Cambridge, 

MA: The MIT Press. 

Schouten, J. F. (1940a). The residue and the mechanism of hearing. Proceedings of the 

Meeting Koninklijke Akademie van Wetenschappen, 43, 991-999. 

Schouten, J. F. (1940b). The residue, a new component in subjective sound analysis. 

Proceedings of the Meeting Koninklijke Akademie van Wetenschappen, 43, 356-

365. 

Schouten, J. F. (1970). The residue revisited. In R. Plomp & G. F. Smoorenburg (Eds.), 

Frequency Analysis and Periodicity Detection in Hearing (pp. 41-58). Leiden: A. 

W. Sijthoff. 

Schouten, J. F., Ritsma, R. J., & Lopes Cardozo, B. (1962). Pitch of the residue. Journal 

of the Acoustical Society of America, 34(8, part 2), 1418-1424. 

Seebeck, A. (1841). Beobachtungen über einige bedingungen der entstehung von tönen. 

Ann. Phys. Chem., 53, 417-436. 



  112 

 

Seebeck, A. (1843). Ueber die sirene. Ann. Phys. Chem., 60, 449-481. 

Shamma, S., & Klein, D. (2000). The case of the missing pitch templates: How harmonic 

templates emerge in the early auditory system. Journal of the Acoustical Society 

of America, 107(5,Pt1), 2631-2644. 

Shepard, R. N. (1964). Circularity in judgments of relative pitch. Journal of the 

Acoustical Society of America, 35(12), 2346-2353. 

Shepard, R. N. (1982). Geometrical approximations to the structure of musical pitch. 

Psychological Review, 89, 305-333. 

Small, A. M., Jr. (1955). Some parameters influencing the pitch of amplitude modulated 

signals. Journal of the Acoustical Society of America, 27, 751-760. 

Taylor, I., & Greenhough, M. (1994). Modelling pitch perception with adaptive 

resonance theory artificial neural networks. Connection Science: Journal of 

Neural Computing, Artificial Intelligence & Cognitive Research, 6(2-3), 135-

154. 



  113 

 

Terhardt, E. (1974). Pitch, consonance, and harmony. Journal of the Acoustical Society 

of America, 55(5), 1061-1069. 

Wayand, J. F. (1999). The harmonic detector model of pitch perception. Unpublished 

Master's, Kent State University, Kent, OH. 

Wightman, F. L. (1973). The pattern-transformation model of pitch. Journal of the 

Acoustical Society of America, 54(2), 407-416. 

 



  114 

 

Appendix A—Description of the Direct Input Model 

The DI model was an autoassociator, as illustrated in Figure 19 (McClelland & 

Rumelhart, 1988). Input to the autoassociator consisted of activation levels, which were 

the sums of external and internal inputs. External inputs represented the activation levels 

of neurons synapsing with the network. Each of these input neurons represented an 

auditory neural response to one specific frequency, which was a multiple of 110 Hz (the 

fundamental of an A2). 

Internal inputs were calculated by the network. Each internal input was a 

weighted sum of the activation levels, calculated in the same way as the outputs of 

Figure 2. However, the design of an autoassociator has each of these output values used 

for further calculations. For this reason, McClelland & Rumelhart (1988) called them 

internal inputs, and I have used this convention throughout the rest of this paper. 

In addition to weights that can be modified through training, an autoassociator 

also differs from the simple model of Figure 2 in that it uses multiple cycles. On each 

cycle, the internal inputs calculated by the network are fed back and added to the 

external inputs to calculate activation levels. These activation levels are used to obtain 

internal inputs on the subsequent cycle. This process is repeated for a user-specified 

number of cycles, during which time the network ideally will stabilize to a consistent set 

of activation levels. During training, weights are not adjusted until after all cycles have 

completed. The use of multiple cycles could also allow modeling of time, by varying the  
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Figure 19. Autoassociator from the Direct Input model, designed to discriminate octaves of a single 

chroma by learning associations between harmonics of A notes. This model differs from the more 

sophisticated model presented later in that each input represents a single frequency that is a mutiple 

of 110 Hz. Note that the term “output” in Figure 2 is replaced by the term “internal input,” in 

keeping with the convention for autoassociator network models. External inputs (the harmonic data) 

are added to internal inputs (calculated by the network) in order to obtain a total activation level. 
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external inputs on each cycle. However, this has not been done in the present research. 

Two cycles were used for all training and testing of the DI model. Two is the 

minimum number of useful cycles in an autoassociator. This is because it is the 

activation levels, and not the external inputs, that are used in calculating the new set of 

internal inputs. On cycle number one, the activation levels are set to zero, which causes 

the trivial result where all weights are multiplied by zero, creating zeroes for the internal 

inputs. Before beginning cycle number two, the internal inputs (zero) are added to the 

external inputs to create new activation levels. At this point in the calculations, the 

activation levels are equal to the external inputs. Thus, on cycle number two, the weights 

are multiplied by the external inputs to create the first set of meaningful internal inputs. 

During training, network weights were adjusted to minimize the difference 

between external inputs and internal inputs, following the delta rule. The delta rule is a 

learning model given by  

 jiij aew ε=∆ , (12) 

where ∆wij is the change in weight strength between activation level j and internal input 

i, ε is a prescribed learning rate, ei is the difference between external input i and internal 

input i for the current cycle, and aj is the activation level of unit j (external input + 

internal input calculated on the previous cycle) (McClelland & Rumelhart, 1988). 

The model was programmed using Borland C++ (Borland, 1992) on a Winbook 

XP5 computer with 75-MHz Intel Pentium processor and 16MB RAM. It consisted of 90 

internal inputs and 90 external inputs. Each input represented a single harmonic. Because 

of the complexity of relationships between notes in the scale and frequencies of their 
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harmonics, it would have been impossible (and biologically unrealistic) to create a 

network with each possible frequency represented by a unique input. Therefore, the 

model was limited to a single chroma—the A’s—over a range of five octaves. All of 

these notes had harmonics that were subsets of the set of multiples of 110 Hz (the 

fundamental frequency for an A2). By limiting the number of possible harmonics, it was 

possible to represent each harmonic as a separate input. 

The intensity of each harmonic was input to the network through a single external 

input node that was dedicated to the frequency of that harmonic. The relative levels of 

these harmonics varied from one instrument to the next. In addition, many of the inputs 

were zero for higher octaves, because harmonics were not present at those frequencies. 

(See Figure 20.) Intensities obtained from the database were converted from decibels to 

linear sound pressure levels, and scaled so that the strongest harmonic had an intensity of 

1.00. 
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Figure 20. Illustration of the first 16 inputs (out of 90) to the Direct Input (DI) model. Nodes 

marked with an “X” have input levels equal to the harmonic intensities, which vary from one 

instrument to the next. All other nodes have input equal to zero. 

 Frequency   110   220   330   440   550   660   770   880   990   1100   1210   1320   1430   1540   1650   1760   

Octave                                                                   

A6                                                               X   

A5                               X                               X   

A4               X               X               X               X   

A3       X       X       X       X       X       X       X       X   

A2   X   X   X   X   X   X   X   X   X   X   X   X   X   X   X   X   



  119 

 

Appendix B—Description of the Filtered Input Model 

As in the DI model, the neural network used for the FI model was an 

autoassociator. The autoassociator network was used because it was not trained to an 

external target activation level; that is, it did not have to be taught a “right” answer. 

Instead, its task was to generate an internal input that was as close as possible to the 

external input. Humans also do not learn right and wrong answers for associating 

frequencies with specific pitches. In fact, most people cannot accurately identify a pitch 

unless it is in the context of other known pitches. 

The difference between the DI model and the FI model lay in the type of neural 

unit represented by the external input. In the DI model, the external input represented a 

dedicated neuron that responded only to a specific frequency. No deviation from that 

frequency was allowed. In contrast, an external input in the FI model represented the 

output of a roex filter, which responded to a range of frequencies and could respond to 

several frequencies at once. An example of a network is illustrated in Figure 21. 

The program was written to learn by either the delta rule or the distributed 

memory and amnesia (DMA) rule (McClelland & Rumelhart, 1988). The delta rule 

model learns by the rule given in Equation 12 of Appendix A. The DMA model is a 

variation on the delta rule. It adds a nonlinear element, which is claimed to prevent the 

weight matrix from becoming unstable when more than two cycles are used. In practice, 

it still could run away quickly if the parameters were set too large. This model used the  
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Figure 21. Schematic view of a 25 ×××× 25 autoassociator. Each external input represents the output 

from a single roex filter. Internal input is calculated by the model, and is added to the external input 

for the next cycle. Numbers indicate the filters’ central frequencies, which are equally spaced on an 

equivalent rectangular bandwidth scale. 
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same learning rule as the delta rule autoassociator, but it calculated activation rates using 

a more complex formula designed to limit the level of activation. It first calculated the 

sum of the external and internal inputs, 

( ) ( ) iii intinputistrextinputestrnetinput += , (13) 

where estr and istr were weighting factors that controlled the relative influences of the 

two inputs. It then calculated activation using 

( ) ( )

( ) ( ) ,0

,0

<−−=∆

≥−−=∆

iiiii

iiiii

netinputadecayminanetinputa

netinputadecayamaxnetinputa
 (14) 

where max and min were the desired maximum and minimum levels of activation. Decay 

was the rate at which the activation due to previous cycles decreased on subsequent 

cycles (McClelland & Rumelhart, 1988, pp. 168-169). 

The quantity of external inputs was equal to the quantity of internal inputs in both 

the delta rule model and the DMA rule model. The program allocated memory for the 

weight matrix dynamically, allowing the number of internal and external input neurons 

to be specified when the program was run. The size of the matrix could thus be varied 

for each experiment. 

I programmed the network using Visual C++ (Microsoft, 1998a) to operate in a 

Windows environment (Microsoft, 1998b). Using an object-oriented approach, I 

organized sound input data within the program in a hierarchy of instruments and notes. 

Each instrument was an object that contained a set of member notes. Using this 

arrangement, only the notes that could be played by a given instrument were associated 

with that instrument. Each of these notes was also an object that contained a set of 
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harmonic data associated with that note. Because a note was a member of an instrument 

object, the data contained in that note applied to the note as played by that instrument. 

Data could be retrieved by a call to a member function (MakeSound()) of any given note. 

In effect, this simulated sounding the note, providing data for that sound, which could be 

processed by the network. 

Inputs for the network were created by processing a sound’s harmonic data 

through a bank of single-parameter rounded-exponential (roex) filters (Patterson, 

Nimmo-Smith, Holdsworth, & Rice, 1988; Patterson & Moore, 1986). The single 

parameter was the filter’s pass band, calculated according to equations given below. The 

object-oriented approach allowed each filter to be programmed as a distinct object, with 

its own central frequency and pass band characteristics. Each filter processed the full set 

of harmonics and returned its activation level. 

When creating the filters, the program prompted for frequency range and number 

of inputs desired. It divided the range into a set of filters that were equally spaced on an 

equivalent rectangular bandwidth (ERB) scale (Moore & Glasberg, 1986). To do this, the 

erb-scale positions were first calculated for the maximum and minimum frequencies 

using the equation 

.0.43
675.14

312.0
log171.11 +

+

+
=−

f

f
rateERB e  (15) 

(Moore & Glasberg, 1986 p. 254), where frequency (f) was in kHz. The difference 

between the maximum and minimum positions on the ERB scale were then divided into 

N intervals of equal size, where N was the number of inputs to the network. A filter was 
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created for each of these intervals. Central frequency for the filter was obtained by 

rearranging Equation 15 to solve for f0: 

( )

( ) 17.110.43

17.110.43

0
1

312.0675.14
1000

−−

−−

−
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=

rateERB

rateERB

e

e
f , (16) 

where ERB-rate was the position of the filter on the ERB scale. Each filter possessed an 

equivalent rectangular bandwidth determined by  

52.2839.9323.6 0

2

0 ++= ffERB  (17) 

(Moore & Glasberg, 1986 p. 253), which was used to calculate its pass band (p) 

from 

ERBfp /4 0=  (18) 

(Moore & Glasberg, 1986 p. 252). The program stored the central frequency and pass 

band as members of the filter object. Through this method of programming, each filter 

was an object that stored its own response characteristics. Each filter thus functioned 

independently from all the others, which greatly simplified the logistics of the program 

compared with a non-object-oriented approach. 

A filter processed a sound when a member function 

(CRoexSimple::filter(CSoundProfile& aSound)) was called. The function argument, 

aSound, was an object that contained the harmonic data for the sound to be processed. 

Response of the filters was assumed to be linear, meaning that the total activation level 

was equal to the sum of the responses to each individual harmonic. The filter’s activation 

level was calculated by summing its response to each harmonic, according to  

( )∑ −
+=
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iepgaW 1  (19) 
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(Patterson & Moore, 1986 p. 134) where W was the output, ai was the intensity of the i
th 

harmonic, and  

0

0

f

ff
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i

i

−
=  (20) 

(Patterson & Moore, 1986 p. 132). The filter(aSound) function returned the activation 

level of the filter in response to the sound. Each filter’s activation level served as one 

external input to the network, so there were as many external inputs as there were filters. 

Figure 22 illustrates the operation of a single filter in this process. Figure 23 illustrates 

the operation of a bank of filters.  

Two options were available in the program for sound input levels. The first 

option was to convert sound levels from decibels, as they were tabulated in the database, 

to linear sound pressure levels, according to 

( )10

010 dB
PP = , (21) 

where dB is the intensity in decibels and P0 the reference pressure. This reference 

pressure was chosen so that the strongest harmonic (0 dB) had an intensity of 1.00, 

specifically, P0 = 1. (The units for this pressure were not consistent with any common 

physical units for pressure, but were scaled to levels that kept network weights and errors 

on a small scale.) 

The second option was to use decibel input. When this option was used, the user 

could specify the decibel level of the strongest harmonic. Other harmonics were then 

calculated to be consistent with the strongest level. The use of decibels typically resulted 

in larger numbers than when linear pressures were used. Pressures ranged from 0 to 1, 
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Figure 22. A rounded exponential (roex) filter (Patterson et al., 1988; Patterson & Moore, 1986) 

processes a complex sound. Shown is a filter with a central frequency of 1000 Hz, with equivalent 

rectangular bandwidth of 128.14 Hz. Vertical lines represent harmonics of a 110 Hz sound (A2). The 

intensity (height) of each harmonic is multiplied by the height of the curve at the corresponding 

frequency. Results are summed across all harmonics to obtain the response of the filter. Each filter 

provides input to one node of the neural network. 



  126 

 

Figure 23. Partial view of a bank of 25 filters, with central frequencies ranging from 25 to 10000 Hz. 

Each filter provides input to one node of the neural network. The filters are equally spaced on an 

equivalent rectangular bandwidth scale. In larger banks (i.e., more filters), the filters have the same 

sizes, shapes, and equivalent rectangular bandwidths, but are more closely spaced with more 

overlap. Vertical lines represent harmonics of a 110 Hz sound (A2). 
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whereas decibels were typically on the order of 10 to 100. Numerical values this large 

could cause register overflow during neural network computations, especially in the 

early stages of training when error levels are large. In order to prevent this overflow, the 

program allowed internal and external input levels to be scaled to a user-specified 

fraction of the decibel level, after the filtering stage. In addition, it was necessary to use a 

small learning rate to prevent overflows. The network trained in this way used a target 

activation level equal to the decibel level, however. For example, if the maximum 

decibel level was 60, then all input levels might be divided by 60 in order to make the 

largest external input equal to 1.00. This operation preserved the logarithmic relationship 

between decibel levels, making the inputs small enough to keep the network well 

behaved without distorting the relative input strengths. The level of scaling could be 

specified at program run time. 

Pitch matching 

It was not my intent to simulate the ability to identify the pitch of a sound. I 

envisioned this model as a small component of a much more complex auditory 

processing system that would ultimately result in the experience of a sensation of pitch. 

In any case, the exact nature of a pitch sensation cannot be determined. Pitch sensations 

are perceived as having a certain height that seems to be related to frequency, but it is 

impossible to say whether the height of the pitch is a direct perception of the actual 

frequency or if it is simply a phenomenological experience. In addition, most people 

cannot identify the pitch of a sound except in the context of other known pitches. For 
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these reasons, I felt that it was inappropriate to have the model report the identity of the 

pitch. 

However, one way to evaluate the model is to simulate a match-to-standard 

experiment. Humans will match the pitch of a missing fundamental sound to that of a 

complete sound with the same fundamental. If the model did the same, then it could be 

judged to have performed as well as humans on this task. In a sense, a match would 

demonstrate that the model had similar “experiences” of some aspect of the sounds when 

responding to two different sound input patterns. This approach models people’s use of 

relative pitch rather than absolute pitch. 

In order to match the pitch, the FI model first calculated an internal 

representation, based on the auditory filters and then on the activation pattern produced 

by the neural network. It then performed similar computations in order to calculate 

internal representations for each of the reference standards. Finally, it compared the 

internal representations and chose the best match based on a dot product. Three types of 

reference standards were used. The first was a complete sound, the representation of 

which could be matched to that of a sound with missing fundamental. The second was a 

pure sound consisting of a single frequency. The third was a virtual pitch, consisting of 

several harmonics with a missing fundamental. This reference standard was chosen 

because humans have been shown to be better at matching a pitch to a virtual reference 

standard than they were at matching a pitch to a pure tone (Schouten et al., 1962). 

The complete sounds that I used for reference standards were the same sounds 

used for training and testing the network, from the SHARC Timbre Database (Sandell, 
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1998). The program compared the representation generated in response to a test sound 

with the representation generated in response to each of the sounds in the database. The 

closest match, based on the dot product of the normalized levels, was chosen as the 

pitch. Both pitch and instrument could be identified in the program’s output. 

Pure tone reference standards consisted of a single frequency and intensity input. 

When presented with a pure tone, the network could not respond directly to this pitch 

because the weight matrix had zeroes on the diagonal. This frequency could, however, 

cause other related harmonics to be activated. With sufficient numbers of cycles, it was 

possible that internal inputs for these related harmonics could cause activation of the 

fundamental frequency internal input.  

Pure tones are rare in nature, and it seems plausible that the experience of hearing 

a pure tone might derive from its relationship to associated harmonics of complex 

sounds, rather than from any direct computation of the pitch of the pure tone, as is 

generally assumed. Pure tone reference standards were therefore included in order to test 

whether the trained network had developed a means for matching the pitch of pure tone 

to that of a complex sound of related harmonics.  

The complete range of frequencies for pitches C1 through B6 was specified. As 

with the complete sound reference standards, the program compared representations with 

those for each of the pure sounds in the reference standard database, and chose the best 

match. 
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Virtual pitch reference standards consisted of the second through fifth harmonics 

for each sound. All harmonics had the same intensity. Pitches were available for the 

range from C1 through B6. 

In matching pitches to standards, my intent was not to model the ability to 

identify pitch, although models such as the optimum processor do ultimately compare 

the processed signal to a stored template, which is similar to what I have done 

(Goldstein, 1973). Instead, I have modeled only what could be measured directly, which 

was a match-to-standard experiment. It was assumed that the pitch was not being 

matched to a stored internal standard, but rather to an external reference. 

To prevent the network from learning the trivial solution where each harmonic 

predicts itself, all weights within a range of 1.5 equivalent rectangular bandwidths from 

the diagonal were set to zero, and remained unmodified during training. Learning rate 

was set to 0.01 in order to keep the changes in weights on the same order of magnitude 

as the number of inputs. Using this small rate resulted in small changes that helped 

prevent the network from becoming unstable. A decay rate of 1.0 was used, meaning that 

the activation on each cycle resulted only from external and internal inputs, with no 

residual from previous cycles. External input and internal input weights were each set to 

0.05. 
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Appendix C—Description of the Inhibited Filtered Input Model 

The IFI model added lateral inhibition between the roex filters of the FI model in 

order to fine-tune the responses of the filters to narrower ranges of frequencies. When 

the program created these filters, excitatory and inhibitory areas, used in calculating 

lateral inhibition, were also calculated and stored as members of each filter object. These 

areas were defined in terms of the power spectra (H
2
) of all the filters in the bank in 

relation to the individual filter, according to 
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(Cohen et al., 1995 p. 864). In Equations 22 and 23, the fj’s are the central frequencies of 

each of the respective filters in the bank, N is the total number of filters, κ is the level of 

excitatory or inhibitory effect, and 

( ) ( ) 982.0/00 fERBfb =  (24) 

(Cohen et al., 1995 p. 863). Separate areas are calculated for excitatory and inhibitory 

effects. 

Computations for the IFI model took place in two stages. The first stage was to 

pass the data through roex filters just as in the FI model. After the filter activations had 

been determined, the second stage of processing calculated lateral inhibition effects. This 
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was done by summing the excitatory and inhibitory effects for each of the filters in 

relation to each other, with the resulting activation 
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(Cohen et al., 1995 p. 864), where W(fj) is defined in Equation 19, and |H(f0, fj, κ)|
2
 is 

calculated as in Equation 23. Note that Cohen et al. used W(f0) instead of W(fj) in 

Equation 25. I believe that this is a misprint, because their equation had no contributions 

from the activation levels of the surrounding units; instead, the net effect would be to 

multiply each unit’s activation level by a scaling factor. (Note also that they included an 

additional parameter, n, which represented the time increment. Because they used 

physical sound inputs instead of steady-state harmonic data, they sampled the input with 

respect to time. My IFI model did not incorporate time into the calculations.) 

Where the database used 0 dB as the strongest input level and negative values for 

all weaker levels, the reference pressure was changed for network input so that the 

strongest input level was 60 dB. Using decibels raised the overall levels of input values, 

which could lead to overflow of the computer registers when calculating sum of squared 

error levels from the 62,500 weights in a 250 × 250 matrix. Tests showed that decibels 

could be input directly into the IFI model. The process of filtering the data reduced the 

input values to levels that the network could handle. For the DI model and the FI model, 

however, filtering still resulted in relatively large inputs that caused the calculations to 

overflow quickly. For these models, the decibel levels could be scaled to smaller values 

after filtering. This was done by dividing the filter outputs by a user-specified factor. 
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Doing so retained the logarithmic relationship between input levels, while at the same 

time using small numerical values to keep the network well behaved. 

 


